ADAPTIVE JUNK MESSAGE FILTERING SYSTEM
SYSTEME ADAPTATIF DE FILTRAGE DE MESSAGES IMPORTUNS

Designated Contracting States:
AT BE BG CH CY CZ DE DK EE ES FI FR GB GR HU IE IT LI LU MC NL PT RO SE SI SK TR

Priority: 25.02.2003 US 374005

Date of publication of application: 23.11.2005 Bulletin 2005/47

Proprietor: MICROSOFT CORPORATION
Redmond, WA 98052 (US)

Inventors:
• ROUTHWAITE, Robert, L.
  Redmond, Washington 98052 (US)
• GOODMAN, Joshua, T.
  Redmond, WA 98052 (US)
• HECKERMAN, David, E.
  Redmond, Washington 98052 (US)
• PLATT, John, C.
  Redmond, WA 98052 (US)
• KADIE, Carl, M.
  Redmond, Washington 98052 (US)

References cited:
US-B1- 6 424 997 US-B1- 6 477 551
US-B1- 6 484 261

• HALL R J: "A countermeasure to duplicate-detecting anti-spam techniques" AT&T LABS TECHNICAL REPORT, XX, XX, 1 January 1999 (1999-01-01), pages 1-26, XP002985884
• KIRITCHENKO S ET AL: "Email Classification with Co-Training" PROCEEDINGS OF THE CONFERENCE OF THE CENTRE FOR ADVANCED STUDIES ON COLLABORATIVE RESEARCH, XX, XX, 5 November 2001 (2001-11-05), pages 1-10, XP002299408
• COHEN W W: "Learning Rules that classify E-mail" MACHINE LEARNING IN INFORMATION ACCESS, PAPERS FROM THE AAAISYMPOSIUM, TECHNICAL REPORT, XX, XX, 1 May 1996 (1996-05-01), pages 1-08,INTERN, XP002081149

Representative: Grünecker, Kinkeldey, Stockmair & Schwanhäusser
Anwaltssozietät
Leopoldstrasse 4
80802 München (DE)
Description

[0001] This invention is related to systems and methods for identifying undesired information (e.g., junk mail), and more particularly to an adaptive filter that facilitates such identification.

[0002] The advent of global communications networks such as the Internet has presented commercial opportunities for reaching vast numbers of potential customers. Electronic messaging, and particularly electronic mail ("e-mail"), is becoming increasingly pervasive as a means for disseminating unwanted advertisements and promotions (also denoted as "spam") to network users.

[0003] The Radicati Group, Inc., a consulting and market research firm, estimates that as of August 2002, two billion junk e-mail messages are sent each day - this number is expected to triple every two years. Individuals and entities (e.g., businesses, government agencies, ...) are becoming increasingly inconvenienced and oftentimes offended by junk messages. As such, junk e-mail is now or soon will become a major threat to trustworthy computing.

[0004] A key technique utilized to thwart junk e-mail is employment of filtering systems/methodologies. One proven filtering technique is based upon a machine learning approach - machine learning filters assign to an incoming message a probability that the message is junk. In this approach, features typically are extracted from two classes of example messages (e.g., junk and non-junk messages), and a learning filter is applied to discriminate probabilistically amongst the two classes. Since many message features are related to content (e.g., words and phrases in the subject and/or body of the message), such types of filters are commonly referred to as "content-based filters".

[0005] Some junk/spam filters are adaptive, which is important in that multilingual users and users who speak rare languages need a filter that can adapt to their specific needs. Furthermore, not all users agree on what is and is not, junk/spam. Accordingly, by employing a filter that can be trained implicitly (e.g., via observing user behavior) the respective filter can be tailored dynamically to meet a user's particular message identification needs.

[0006] One approach for filtering adaptation is to request a user(s) to label messages as junk and non-junk. Unfortunately, such manually intensive training techniques are undesirable to many users due to the complexity associated with such training let alone the amount of time required to properly effect such training. Another adaptive filter training approach is to employ implicit training cues. For example, if the user(s) replies to or forwards a message, the approach assumes the message to be non-junk. However, using only message cues of this sort introduces statistical biases into the training process, resulting in filters of lower respective accuracy.

[0007] Still another approach is to utilize all user(s) e-mail for training, where initial labels are assigned by an existing filter and the user(s) sometimes overrides those assignments with explicit cues (e.g., a "user-correction" method)-for example, selecting options such as "delete as junk" and "not junk"-and/or implicit cues. Although such an approach is better than the techniques discussed prior thereto, it is still deficient as compared to the subject invention described and claimed below.

[0008] GB-A-2 350 747 discloses a system and method of hindering an undesirable transmission or receipt of electronic messages within a network of users. The method includes determining that transmission or receipt of at least one specific electronic message is undesirable; automatically extracting detection data that permits detection of the at least one specific electronic message or variants thereof; scanning one or more inbound and/or outbound messages from at least one user for the presence of the at least one specific electronic message or variants thereof; and taking appropriate action responsive to the scanning step.

[0009] US-A-6 023 723 discloses a method for filtering junk emails. The user is provided with or compiles a list of email addresses or character strings which the user would not wish to receive to produce a first filter. A second filter is provided including names and character strings which the user wishes to receive. Any email addresses or strings contained in the first filter will be automatically eliminated from the users system. Any email addresses or strings contained in the second filter would be automatically sent to the users inbox. Any email not provided in either of the filter lists will be sent to a waiting room for user review.

[0010] WO 99/59085 A discloses a method and apparatus for a document filtering mechanism. A first document is parsed into elements, and a deterministic pseudo-random score is calculated for at least some of the elements. A subset of the scores is selected based on the values of the scores. The subset of the scores is used as multiple indexes into a database of documents.

[0011] It is the object of the present invention to provide an improved adaptive junk message filtering system, as well as a corresponding method.

[0012] This object is solved by the subject matter of the independent claims.

[0013] Preferred embodiments are defined by the dependent claims.

[0014] The following presents a simplified summary of the invention in order to provide a basic understanding of some aspects of the invention. This summary is not an extensive overview of the invention. It is not intended to identify key/critical elements of the invention or to delineate the scope of the invention. Its sole purpose is to present some concepts of the invention in a simplified form as a prelude to the more detailed description that is presented later.

[0015] The subject invention provides for a system and method that facilitates employment of an available filter (e.g., seed filter or new filter) best suited to identify junk/spam messages. The invention makes use of a seed filter that provides for filtering messages, and having associ-
ated therewith a false positive rate (e.g., non-junk mail incorrectly classified as junk) and a false negative rate (e.g., junk mail incorrectly classified as non-junk). A new filter is also employed for filtering the messages - the new filter is evaluated according to the false positive rate and the false negative rate associated with the seed filter. The data used to determine the false positive and false negative rates of the seed filter are utilized to determine new false positive and false negative rates of the new filter as a function of the threshold.

The new filter is employed in lieu of the seed filter if a threshold exists for the new filter such that the new false positive rate and new false negative rate are together considered better than the false positive and false negative rates of the seed filter. The new false positive rate and new false negative rate are determined according to message(s) that are labeled by a user as junk and non-junk (e.g., via employment of a user-correction process). The user-correction process includes overriding an initial classification of the message, the initial classification being performed automatically by the seed filter when the user receives the message. The threshold can be a single threshold value, or selected from a plurality of generated threshold values. If a plurality of values is employed, the selected threshold value can be determined by selecting, for example, a midpoint threshold value of the range of eligible threshold values (e.g., the threshold value with the lowest false positive rate, or the threshold value that maximizes the user's expected utility based upon a p * utility function). Alternatively, the threshold value can be selected only if the false positive and false negatives rates of the new filter are at least as good as those of the seed filter at that selected threshold, and one is better. Additionally, selection criteria can be provided so that the new filter is selected only if the new filter rates are better than the seed filter rate not only at the selected threshold, but also at other nearby thresholds.

Another aspect of the invention provides for a graphical user interface that facilitates data filtering. The interface provides a filter interface that communicates with a configuration system in connection with configuring a filter. The interface provides a plurality of user-selectable filter levels including at least one of default, enhanced, and exclusive. The interface provides various tools that facilitate carrying out the aforementioned system and method of the present invention.

To the accomplishment of the foregoing and related ends, certain illustrative aspects of the invention are described herein in connection with the following description and the annexed drawings. These aspects are indicative, however, of but a few of the various ways in which the principles of the invention may be employed and the present invention is intended to include all such aspects and their equivalents. Other advantages and novel features of the invention may become apparent from the following detailed description of the invention when considered in conjunction with the drawings.

DETAILED DESCRIPTION OF THE INVENTION

The present invention is now described with reference to the drawings, wherein like reference numerals are used to refer to like elements throughout. In the following description, for purposes of explanation, numerous specific details are set forth in order to provide a thorough understanding of the present invention. It may be evident, however, that the present invention may be practiced without these specific details. In other instances, well-known structures and devices are shown in block diagram form in order to facilitate describing the present invention.

As used in this application, the terms "component" and "system" are intended to refer to a computer-related entity, either hardware, a combination of hardware and software, software, or software in execution. For example, a component may be, but is not limited to being, a process running on a processor, a processor, an object, an executable, a thread of execution, a program, and/or a computer. By way of illustration, both an application running on a server and the server can be a component. One or more components may reside within a process and/or thread of execution and a component may be localized on one computer and/or distributed between two or more computers.

The subject invention can incorporate various inference schemes and/or techniques in connection with junk message filtering. As used herein, the term "infer-
ference” refers generally to the process of reasoning about or inferring states of the system, environment, and/or user from a set of observations as captured via events and/or data. Inference can be employed to identify a specific context or action, or can generate a probability distribution over states, for example. The inference can be probabilistic - that is, the computation of a probability distribution over states of interest based on a consideration of data and events. Inference can also refer to techniques employed for composing higher-level events from a set of events and/or data. Such inference results in the construction of new events or actions from a set of observed events and/or stored event data, whether or not the events are correlated in close temporal proximity, and whether the events and data come from one or several event and data sources.

[0023] It is to be appreciated that although the term message is employed extensively throughout the specification, such term is not limited to electronic mail per se, but can be suitably adapted to include electronic messaging of any form that can be distributed over any suitable communication architecture. For example, conferencing applications that facilitate a conference between two or more people (e.g., interactive chat programs, and instant messaging programs) can also utilize the filtering benefits disclosed herein, since unwanted text can be electronically interspersed into normal chat messages as users exchange messages and/or inserted as a lead-off message, a closing message, or all of the above. In this particular application, a filter could be configured to automatically filter particular message content (text and images) in order to capture and tag as junk the undesirable content (e.g., commercials, promotions, or advertisements).

[0024] Referring now to FIG. 1, there is illustrated a junk-message detection system 100 in accordance with the subject invention. The system 100 receives an incoming stream of message(s) 102 which can be filtered to facilitate junk message detection and removal. The message(s) 102 are received into a filter control component 104 that can route the message(s) 102 between a first filter 106 (e.g., seed filter) and a second filter 108 (e.g., new filter), depending on filtering criteria determined according to an adaptive aspect of the present invention. Accordingly, if the first filter 106 is determined to be sufficiently efficient in detecting junk messages, the second filter 108 will not be employed, and the filter control 104 will continue to route the message(s) 102 to the first filter 106. However, if the second filter 108 is determined to be at least as efficient as the first filter 106, the filter control 104 can decide to route the message(s) 102 to the second filter 108. The criteria utilized to make such determination are described in greater detail infra. When initially employed, the filter system 100 can be configured to a predetermined default filter setting, such that the message(s) 102 will be routed to the first filter 106 for filtering (e.g., as is typical when the first filter 106 is an explicitly trained seed filter shipped with a particular product).

[0025] Based upon setting(s) of the first filter 106, a message received into the first filter 106 will be interrogated for junk information associated with junk data. The junk information may include, but is not limited to, the following: sender information (from a sender who is known for sending junk mail) such as source IP address, sender name, sender e-mail address, sender domain name, and unintelligible alphanumeric strings in identifier fields; message text terms and phrases commonly used in junk mail such as “loan”, “sex”, “rate”, “limited offer”, “buy now”, etc.; message text features, such as font size, font color, special character usage; and embedded links to pop-up advertising. The junk data can be determined based at least in part upon predetermined as well as dynamically determined junk criteria. The message is also interrogated for “good” data, such as words like “weather” and “team” that do not typically appear in junk mail, or mail that is from a sender or sender IP who is known for sending only good mail. It is appreciated that if the product were shipped without a seed filter, initially, without any established filtering criteria, all messages pass untagged through the first filter 106 into a user’s inbox 112 (also denoted the first filter output). It is to be appreciated that the inbox 112 can simply be a data store residing at a variety of locations (e.g., a server, mass storage unit, client computer, distributed network...). Moreover, it is to be appreciated that the first filter 106 and/or second filter 108 can be employed by a plurality of users/components and that the inbox 112 can be partitioned to store messages separately for the respective users/components. Furthermore, the system 100 can employ a plurality of secondary filters 108 such that a most appropriate one of the secondary filters is employed in connection with a particular task. Such aspects of the subject invention are discussed in greater detail below.

[0026] As the user reviews the mailbox messages, some messages will be determined to be junk and others will not. This is based in part upon explicitly tagging junk mail or non-junk mail by the user, e.g. by pressing a button, and via implicitly tagging the messages through user actions associated with the particular message. A message can be implicitly determined to not be junk based upon, for example, the following user actions or message processes: the message is read and remains in the inbox; the message is read and forwarded; the message is read and placed in any folder, but the trash folder; the message is responded to; or the user opens and edits the message. Other user actions can also be defined to be associated with non-junk messages. A message can be implicitly determined to be junk based upon, for example, not reading the message for a period of a week, or deleting the message without reading it. Thus the system 100 monitors these user actions (or message processes) via a user correction component 114. These user actions or message processes can be preconfigured into the user correction component 114 so that as the user initially reviews and performs actions on the messages, the sys-
tem 100 can begin developing the false positive rate and false negative rate data for the first filter 106. Substantially any user action (or message process) not preconfigured into the user correction block 114 will automatically allow the “unknown” message through to the filter output 112 untagged until the system 100 adapts to address such message types. It is to be understood that the term “user” as employed herein is intended to include: a human, a group of humans, a component as well as a combination of human(s) and component(s).

When a message in the user inbox 112 is received as an untagged message, but is actually a junk message, the system 100 processes this as a false negative data value. The user correction component 114 then feeds this false negative information back to the filter control component 104 as a data value employed to ascertain efficacy of the first filter 106. On the other hand, if the first filter 106 tags a message as junk mail when it is not actually a junk message, the system 100 processes this as a false positive data value. The user correction component 114 then feeds this false positive information back to the filter control 104 as a data point used in connection with determining effectiveness of the first filter 106. Thus as the user corrects messages received in the user inbox 112, the false negative and false positive data is developed for the first filter 106.

The system 100 determines whether there exists a threshold for the second filter 108 such that the false positive and false negative rates thereof are lower (e.g., within an acceptable probability) than those for the first filter 106. If so, the system 100 selects one of the acceptable thresholds. The system may also select the second filter when the false positive rate is equal or better, and the false negative rate is better, or when the false negative rates are equally good, and the false positive rate is better. Thus, the invention provides for determining whether there is a threshold (and what that threshold should be) for the second filter 108 that guarantees, within an acceptable probability, that the second filter offers equal or better utility with respect to junk detection, regardless of a particular user’s utility function and whether the user has unfailingly corrected mistakes of the first filter 106.

The system 100 trains the new (or second) filter 108 based upon a need for new training in view of user verification of false positive and false negative identifications. More particularly, the system 100 employs data tagged with junk and non-junk labels determined via a user-correction method. Using this data, false positive (e.g., non-junk messages erroneously labeled junk) rate and false negative (e.g., junk messages erroneously labeled non-junk) rate are determined for the first (e.g., existing or seed) filter 106. The same data is employed to learn (or “train”) the new (e.g., second) filter 108 - the data is also employed in connection with determining the second filter’s false positive and false negative rates as a function of threshold. Since the evaluation data is the same as that used to train the second filter, a cross-validation approach is preferably employed as discussed in greater detail below - cross validation is a technique well known to those skilled in the art. If the second set of data is determined to be at least as good as the first set, the second filter 108 is enabled. The control component 104 then routes all incoming messages to the second filter 108 until the rate comparison process determines that filtering should be shifted back to the first filter 106, which now has better filtering utility.

One particular aspect of the invention relies upon two premises. The first premise is that the first verification (e.g., user correction) contains no errors (e.g., the user does not delete as junk a message that is non-junk). Under this premise, data labels, while not always correct, are “at least as correct” as labels assigned by the first filter 106. Thus, if the second filter 108 has no less utility than the existing filter according to such labels, a true expected utility of the second filter 108 can be no worse than that of the first filter 106. The second premise is that lower false positive and false negative rates are desired. In accordance with such premise, if both error rates of the second filter 108 are not greater than those of the first filter 106, then the second filter 108 is at least as good as the first filter 108 with respect to junk detection as the first filter 106, regardless of the user’s specific utility function.

One reason that the second filter 108 may not always be as efficient as the first filter is that the second filter is based upon less data than the first filter 106. The first filter 106 might be a “seed” filter having seed data that is generated from other users’ data. Essentially, most if not all adaptive filters ship with a seed filter so that the user is provided with a filter configuration that will identify typical junk e-mail messages without the user being required to configure the filter - this offers a good “out-of-the-box” experience to an inexperienced computer user. Another reason that the second filter 108 may not always be as efficient as the first filter 106 is more subtle. It depends on two facts: filters are not perfect, and may not be calibrated. Both of these facts are discussed in turn, and then we will return to the issue of determining whether the second filter 108 is better.

Referring now to FIG. 2, there is illustrated a graph of performance tradeoffs with respect to catch rate (percentage of spam correctly labeled, equal to one minus the false negative rate) and false positive rate (percentage of non-junk labeled junk). As indicated herein and as would be appreciated by one skilled in the art, no filter is perfect. Thus there are tradeoffs between identifying and catching more junk messages versus accidentally mislabeling non-junk messages as junk. This performance tradeoff (also denoted herein as accuracy rate) is depicted in what is known as a receiver-operator curve (ROC) 200. Each point on the curve corresponds to a different tradeoff. A user selects an “operating point” for a filter by adjusting a probability threshold, or the probability threshold may be preset. When the probability p that a message is junk (as deemed by the filter) exceeds...
this threshold, the message is labeled as junk. Thus if
the user decides to operate in a regime where an accu-

racy rate is high (e.g., the number of false positives is
low compared to the number of correctly labeled mes-
sages), then the operating point on the curve 200 is closer
to the origin. For example, if the user selects an operating
point A on the ROC 200, the false positive rate is approxi-

mately 0.0007 and the corresponding y-axis value for
the number of correctly labeled messages is approxi-

mately 0.45. The user will have a rounded filter accuracy
rate of 0.45/0.0007 = 643, that is, one false positive mes-

sage for approximately every six hundred forty-three
messages that are correctly labeled. On the other hand,
if the operating point is at a point B, the lower accuracy
rate is calculated at approximately 0.72/0.01 = 72, or
there will be one false positive for approximately every
seventy-two messages that are correctly labeled.

Diverse users will make such tradeoffs differ-
ently with respect to their individually unique set of pref-

rences - in the language of decision theory, different
people have different utility functions for junk message
filtering. For example, one class of users may be indif-

ferent to incorrect labeling of a non-junk message and
the failure to catch N junk messages. For users in this
class, the optimal probability threshold \( p^* \) for junk can be defined via the following relationship:

\[
p^* = \frac{N}{(N + 1)}
\]

wherein \( N \) is the number of messages, and \( N \) can vary
among users per class.

Thus users in this class are said to have a "\( p^* \)
utility function." With this understanding, if a user has a
\( p^* \) utility function, and if the second filter is calibrated,
then an optimal threshold can be chosen automatically-

namely, the threshold should be set to \( p^* \). Another class
of users may want no more than \( X\% \) of his or her non-
junk e-mail labeled junk. For these users, the optimal
threshold depends on the distribution of probabilities that
the second filter 108 assigns to messages.

The second notion is that filters may or may not be
capable of being calibrated. A calibrated filter has the
property that when it determines with probability \( p \) that
a set of e-mail messages is junk, then \( p \) of those messages
will be junk. Many machine-learning methods generate
 calibrated filters, provided the user religiously corrects
the mistakes of the existing filter. If the user corrects mis-

takes only some of the time (e.g., less than 80%), the
filter(s) will likely not be calibrated - these filters will be
 calibrated with respect to the incorrect labels, but non-
calibrated with respect to the true labels. The subject
invention on the other hand provides a means for deter-
miming whether there is a threshold (and what that thresh-
old should be) for the second filter 108 that guarantees
(within some probability) that the second filter 108 offers
equal or better utility to the user than the first filter 106,
regardless of the user’s utility function and whether the
user has religiously corrected the mistakes of the existing
filter 106.

Referring now to FIG. 3, there is illustrated a
flow diagram of a process in accordance with one aspect
of the present invention. While, for purposes of simplicity
of explanation, the methodology is shown and described
as a series of acts, it is to be understood and appreciated
that the present invention is not limited by the order of
acts, as some acts may, in accordance with the present
invention, occur in different orders and/or concurrently
with other acts from that shown and described herein.
For example, those skilled in the art will understand and
appreciate that a methodology could alternatively be rep-
resented as a series of interrelated states or events, such
as in a state diagram. Moreover, not all illustrated acts
may be required to implement a methodology in accord-
ance with the present invention.

The basic approach relies on two assumptions.
One assumption is that the user corrections contain no
errors (an example error would be when the user deletes
as junk a message that is not junk.) Under such assump-
tion, the labels on the data, while not always correct, are
"at least as correct" as the labels assigned by a first/seed
filter. Thus, if a second filter has no less utility than
the first filter according to these labels, the true expected
utility of the second filter is no worse than that of the first
filter. The second assumption is that all users prefer lower
false positive and false negative rates. Under this assump-
tion, if both error rates of the second filter are not
higher than those of the first filter, then the second filter
is no worse than the first filter, regardless of the user’s
specific utility function.

At 300, the first and second filters are provided
with a means to interface thereto (e.g., to change set-
ing settings, and generally control setup and configuration of
the filters). At 302, the first filter is configured to automati-
cally filter incoming messages according to one or more
filter settings. The settings can include default settings
provided by the manufacturer. Once the filtered messag-
es are received (e.g., into an inbox), at 304 the messages
are reviewed and a determination (e.g., via user correc-
tion method) is made as to which non-junk messages
were erroneously tagged as junk (e.g., false positives)
and what junk messages were not tagged as junk (e.g.,
false negatives). At 304, the user-correction function can be
performed by tagging the false negative messages as
junk mail, either explicitly or implicitly, and removing
tags of false positive messages as non-junk. Such user-
correction function provides an accuracy rate for the first
filter via determining its false positive and false negative
rate data. At 308, the second filter(s) is trained in accord-
ance with the user-corrected data of the first filter 106.
The same data is then utilized to determine the second
filter’s false positive and false negative rates as a function
of threshold, as indicated at 310. At 312, the threshold
value is determined. A determination is made as to
whether there exists a threshold for the second filter(s) such that the associated false positive and false negative rates are lower than those rates of the first filter (within some reasonable probability). That is, to determine, as indicated at 314, if the accuracy rate of the second filter (AccuracySF) is better than the accuracy rate of the first filter (AccuracyFF). If YES, the appropriate threshold is selected and the second filter is deployed for filtering the incoming message, as indicated at 316. If NO, the process proceeds to 318 wherein the first filter is retained to perform incoming message filtering. The process dynamically cycles through the aforementioned acts as necessary.

[0039] The accuracy analysis process can occur each time the user-correction function occurs such that the second filter(s) can be deployed or deactivated at anytime based upon the threshold determination. Because the evaluation data of the first filter is the same as that used to train the second filter(s), a cross validation approach is employed. Namely, data is segmented into k buckets (k being an integer) for each user-correction process, and for each bucket, the second filter is trained using the data in the other k-l buckets. The performance (or accuracy) of the second filter is then evaluated for a selected bucket from the k-l buckets. Another possibility is to wait until N1 and N2 of messages with junk and non-junk labels, respectively, are accumulated (e.g., N1 = N2 = 1000) and then re-run every time N3 and N4 additional junk and non-junk messages are accumulated (e.g., N3=N4=100). Another alternative is to schedule such process based on calendar time.

[0040] If there is more than one threshold value making the second filter(s) no worse than the first filter, several alternatives exist for selecting which threshold values to employ. One alternative is to choose a threshold that maximizes the user’s expected utility under the assumption that the user has a p* utility function. Another alternative is to select the threshold with lowest false positive rate. Still another alternative is to elect a midpoint of the range of eligible threshold values.

[0041] Addressing uncertainty in the measured error rates, let k1 and k2 be the number of not-junk (or junk) mislabeling errors from the first and second filters, respectively. A simple statistical analysis indicates that if:

\[ k1 - k2 \geq f \sqrt{(k1+k2)} , \]

then it can be posited that one can be approximately ~x% sure that the error rate of the second filter is no worse than the first filter (e.g., when f = 2, x = 97.5; when f = 0; x = 50). To be conservative, if either k1 or k2 is equal to zero, then the value of one should be used in the square root (sqrt) term. Note that x is a conservatism adjustment - when x is close to 100, the certainty must be higher that the second filter(s) is better than the first filter before deploying the second filter(s). This certainty (or uncertainty) computation includes the assumption that the errors between the first and second filter(s) are independent. One approach to avoid this assumption is to estimate the number of errors in common, that is, the number of errors that there should be under the assumption of independence. If k more errors than this number are found, replace k1 and k2 with (k1-k) and (k2-k) in the above computation. Additionally, as the number of messages in the training data increases, it becomes more likely that the second filter(s) will be more accurate (at any threshold) than the first filter. The uncertainty estimates above ignore such “prior knowledge”. Those skilled in the art familiar with Bayesian probabilistics/statistics will recognize that there are principled methods for incorporating this prior knowledge into estimates of uncertainty.

[0042] In one aspect of the basic approach, imagine that a junk message is labeled as non-junk by the first filter. Further, suppose that the user does not correct this mistake, and so the system by default determines this message to not be junk. The second filter, having more accurate training data, may label this message as junk. Consequently, the false positive rate for the first filter would be underestimated, whereas the false positive rate for the second filter overestimated. This effect is amplified by the fact that most junk e-mail filters operate at a threshold where many junk messages are labeled as not junk so as to keep the false positive rate low.

[0043] There are several approaches that can be used in combination to address this aspect of the basic approach. A first approach is to assume that the user has a p* utility function with, for example, N=20 and deploy the second filter(s) whenever a threshold can be found that makes the second filter(s) no worse than the first filter. Here, the second filter(s) may be deployed even though, for example, the false positive rate of the second filter(s) is greater than that of the first filter. That is, under this approach, the second filter(s) is more likely to be deployed.

[0044] A second approach is to restrict the test set so that messages labeled non-junk are indeed known to be not junk with a high degree of certainty. For example, the test set includes only messages that were labeled by the user selecting the "not junk" button, messages that were read and not deleted, messages that were forwarded, and messages to which the user replied.

[0045] A third approach is that the system can use probabilities generated by a calibrated filter (e.g., the first filter) to generate a better estimate of the false positive rates for the second filter. Namely, rather than simply counting the number of messages with a non-junk label in the data and a junk label from the first filter, the system can sum the probability (according to a calibrated filter) that each such message is normal (non-junk). This sum will be less than the count, and will be a better estimate of the count had the user thoroughly corrected all of the messages.

[0046] In a rather simpler fourth approach, the expect-
ed number of times that the user will correct labels using the "not junk" and "junk" buttons is monitored. Here, expectation is taken with respect to a filter that is known to be calibrated (e.g., the first/seed filter). If the actual number of corrections falls below the expected numbers (in absolute number or percentage), then the system does not train the second filter(s).

[0047] In practice, the user interface may provide multiple thresholds, from which the user can choose one. In this situation, the new filter is deployed only if it is better than the seed filter at the threshold selected by the user. In addition, however, it is desirable that the new filter be better than the seed filter at other threshold settings, especially those settings near the user's current selection. The following algorithm is one such method of facilitating this approach. Input a parameter called, for example, SliderHalfLife (SHL), which is a real number with a default value of 0.25. For each threshold value, determine if the new filter is as good as or better than the first filter. Then use the currently selected threshold value. However, switch if the new filter is better than the first/seed filter on the current threshold setting and a TotalWeight value (w), which is described as follows, is greater than or equal to zero. Initially, TotalWeight = 0. For each non-current threshold setting:

\[ d = \text{abs} \left( \frac{(IS - ICS)}{(IMAX - IMIN)} \right) \]

\[ d = \text{distance} \]
\[ IS = \text{Index of Setting} \]
\[ ICS = \text{Index of Current Setting} \]
\[ IMAX = \text{Index of Max Setting} \]
\[ IMIN = \text{Index of Min Setting} \]

\[ w = 0.5^{d/\text{SHL}} \]

[0048] If the new filter does better at this setting, then add its weight to TotalWeight; otherwise, subtract its weight from TotalWeight.

[0049] Note that this algorithm only determines whether or not the new filter is better at each threshold setting. It does not take into account how much better or worse the new filter is compared to the first/seed filter. The algorithm can be modified to take into account the degree of improvement or deterioration using functions of: new and old false negative rate, false positive rate, number of false negatives and/or number of false positives.

[0050] Referring now to FIG. 4a, there is illustrated an exemplary user interface 400 that can be presented to a user for basic configuration of the herein disclosed adaptive junk filter system and user Mailbox. The interface 400 includes junk mail page (or window) 401, with a menu bar 402 that includes, but is not limited to, the following drop-down menu headings: File, Edit, View, Sign Out, and Help & Settings. The window 401 also includes a link bar 404 that facilitates navigation Forward and Back to allow the user to navigate to other pages, tools, and capabilities of the interface 400, including Home, Favorites, Search, Mail & More, Messenger, Entertainment, Money, Shopping, People & Chat, Learning, and Photos. A menu bar 406 facilitates selecting one or more configuration windows of the junk e-mail configuration window 401. As illustrated, a Settings sub-window 408 allows the user to select a number of basic configuration options for junk e-mail filtering. A first option 410 allows the user to enable junk e-mail filtering. The user can also choose to select various levels of e-mail protection. For example, a second option 412 allows the user to select a Default filter setting that catches only the most obvious junk mail. A third option 414 allows the user to choose more advanced filtering such that more junk e-mail is caught and discarded. A fourth option 416 allows the user to select for the receipt of e-mail only from trusted parties, for example, parties listed in the user's Address Book and on a Safe List. A Related Settings area 418 provides a means for navigating to those listed areas, including Junk Mail Filter, Safe List, Mailing List, and Block Sender List.

[0051] Referring now to FIG. 4b, there is illustrated a user mailbox window 420 of the user interface 400 that presents the user Mailbox features. The mailbox window 420 includes the menu bar 402 that includes, but is not limited to, the following drop-down menu headings: File, Edit, View, Sign Out, and Help & Settings. The mailbox window 420 also includes a link bar 404 that facilitates navigation Forward and Back to allow the user to navigate to other pages, tools, and capabilities of the interface 400, including Home, Favorites, Search, Mail & More, Messenger, Entertainment, Money, Shopping, People & Chat, Learning, and Photos. The window 420 also includes an e-mail control toolbar 422 that includes the following: a Write Message selection for allowing the user to create a new message; a Delete option for deleting a message; a Junk option for tagging a message as junk; a Reply option for replying to a message; a Put in Folder option for moving a message to a different folder; and a forward icon for forwarding a message.

[0052] The window 420 also includes a folder selection sub-window 424 that provides to the user the option to select for display the contents of the Inbox, Trash Can, and Junk Mail folders. The user can also access the contents of various folders, including Stored Messages, Outbox, Sent Messages, Trash Can, Drafts, a Demo program, and an Old Junk Mail folder. The number of messages in each of the Junk Mail and the Old Junk Mail folders is also listed next to the respective folder title. In a message list sub-window 426, a listing of the received messages is presented, according to the folder selection.
in the folder selection sub-window 424. In a message preview sub-window 428, a portion of the contents of the selected message is presented to the user for preview. The window 420 can be modified to include user preference information that is presented in a user preferences sub-window (not shown). The preferences sub-window can be included in a portion on the right side of the illustrated window 420, as illustrated in FIG. 4a. This includes, but is not limited to, weather information, stock market information, favorite website links, etc.

[0053] The illustrated interface 400 is not restricted to what has been shown, but can include other conventional graphics, images, instructional text, menu options, etc., that can be implemented to further aid the user in making filter selections and to navigate to other pages of the interface that may not be required to configure the e-mail filter.

[0054] Referring now to FIG. 5, there is illustrated a general block diagram of an architecture that utilizes the disclosed filtering technique. A network 500 is provided to facilitate communication of e-mail to and from one or more users. A gateway server 508 interfaces to the network 500 to provide SMTP services to a LAN 510. An e-mail server 512 operatively disposed on the LAN 510 interfaces to the gateway 508 to control and process incoming and outgoing e-mail.

[0055] The client 502 includes a central processing unit (CPU) 514 that controls client processes - it is to be appreciated that the CPU 514 can comprise multiple processors. The CPU 514 executes instructions in connection with providing any of the one or more filtering functions described hereinabove. The instructions include, but are not limited to, the encoded instructions that execute at least the basic approach filtering methodology described above, at least any or all of the approaches that can be used in combination therewith for addressing failure of the user to make user corrections, uncertainty determination, threshold determination, accuracy rate calculations using the false positive and false negative rate data, and user interactivity selections. A user interface 518 is provided to facilitate communication with the CPU 514 and client operating system such that the user can interact to configure the filter settings and access the e-mail.

[0056] The client 502 also includes at least a first filter 520 (similar to the first filter 106) and a second filter 522 (similar to the second filter 108) operable according to the filter descriptions provided hereinabove. The client 502 also includes an e-mail inbox storage location (or folder) 524 for receiving filtered e-mail from at least one of the first filter 520 and the second filter 522, messages that are anticipated to be properly tagged e-mail. A second e-mail storage location (or folder) 526 can be provided for accommodating junk mail that the user determines is junk mail and chooses to store therein, although this may also be a trash folder. As indicated above, the inbox folder 524 can include e-mail that was filtered by either the first filter 520 or the second filter 522 depending on whether the second filter 522 was employed over the first filter 520 to provide equal or better filtering of incoming e-mail.

[0057] Once the user has received e-mail from the e-mail server 512, the user will then peruse the e-mails of the inbox folder 524 to read and determine the actual status of the filtered inbox e-mails messages. If a junk e-mail got through the first filter 520, the user will then perform an explicit or implicit user-correction function that indicates to the system that the message was actually junk e-mail. The first and second filters (520 and 522) are then trained based upon this user-correction data. If the second filter 522 is determined to have a better accuracy rate than the first filter 520, it will be employed in lieu of the first filter 520 to provide equal or better filtering. As indicated hereinabove, if the second filter 522 has a substantially equal accuracy rate to the first filter 520, it may or may not be employed. Filter training can be user selected to occur according to a number of predetermined criteria, as indicated above.

[0058] Referring now to FIG. 6, there is illustrated a system 600 having one or more client computers 602 that facilitate multi-user logins, and filter incoming messages in accordance with the filtering techniques of the present invention. The client 602 includes a multiple login capability such that a first filter 604 and a second filter 606 respectively provide message filtering for each different user that logs in to the computer 602. Thus there is provided a user interface 608 that presents a login screen as part of the boot-up process of the computer operating system, or as required, to engage an associated user profile before the user can access his or her incoming messages. Thus when a first user 610 (also denoted User1) chooses to access the messages, the first user 610 logs in to the client computer 602 via a login screen 612 of the user interface 608 by entering access information typically in the form of a username and user password. The CPU 514 processes the access information to allow the first user access, via a message communication application (e.g., a mail client) to only a first user inbox location 614 (also denoted User1, Inbox) and first user junk message location 616 (also denoted User1, Junk Messages).

[0059] When the CPU 514 receives the user login access information, the CPU 514 accesses the first user filter preferences information for utilizing the first filter 604 and the second filter 606 for then filtering incoming messages that may be downloaded to the client computer 602. The filter preferences information of all users (User1, User2, ..., UserN) allowed to log in to the computer may be stored locally in a filter preferences table. The filter
preferences information is accessible by the CPU 514 when the first user logs in to the computer 602 or engages the associated first user profile. Thus the false negative and false positive rate data of the first user 610 for both of the first and second filters (604 and 606) is processed to engage either the first filter 604 or the second filter 606 for filtering messages to be downloaded. As indicated hereinabove in accordance with the disclosed invention, the false negative and false positive rate data is derived from at least the user-correction process. Once the first user 610 downloads the messages, the false negative and false positive rate data may be updated according to erroneously tagged messages. At some point in time before another user logs in to the computer 602, the updated rate data for the first user is then stored back in the filter preferences table for future reference.

[0060] When a second user 618 logs in, the false negative and false positive rate data may change in accordance with filtering preferences associated therewith. After the second user 618 enters his or her login information, the CPU 514 accesses the second user filter preferences information and engages either the first filter 604 or the second filter 606 accordingly. The computer operating system, in conjunction with the computer messaging application, restricts the messaging services for the second user 618 to accessing only a second user inbox 620 (also denoted User2 Inbox) and a second user junk message location 622 (also denoted User2 Junk Messages). The false negative and false positive rate data of the second user 618 is engaged between the first and second filters (604 and 606) is processed to engage either the first filter 604 or the second filter 606 for filtering messages of the second user 618 to be downloaded. As indicated hereinabove in accordance with the disclosed invention, the false negative and false positive rate data is derived from at least the user-correction process. Once the second user 618 downloads the messages, the false negative and false positive rate data may be updated according to erroneously tagged messages.

[0061] Operation for an Nth user 624, denoted UserN, is provided in a manner similar to that of the first and second users (610 and 618). As with all other users, the Nth user 624 is restricted to only the user information associated with the Nth user 624, and thus is allowed access only to the UserN Inbox 626 and UserN Junk Messages location 628, and no other inboxes (614 and 620) and junk message locations (616 and 622) when utilizing the messaging application.

[0062] The computer 602 is suitably configured to communicate with other clients on the LAN 510 and to access network services disposed thereon by utilizing a client network interface 630. Thus there is provided the message server 512 for receiving messages from the SMTP (or message) gateway 508 to control and process incoming and outgoing messages of the clients (602 and 632) and any other wired or wireless devices operable to communicate messages via the LAN 510 to the message server 512. The clients (602 and 632) are disposed in operable communication with the LAN 510 to access at least the message services provided thereon. The SMTP gateway 508 interfaces to the GCN 500 to provide compatible SMTP messaging services between the network devices of the GCN 500 and messaging entities on the LAN 510.

[0063] It is appreciated that rate-data averaging, as described above, may be utilized to determine the best average setting for employing the filters (604 and 606). Similarly, the best rate data of the users allowed to log in to the computer 602 can also be used to configure the filters for all users that log therein.

[0064] Referring now to FIG. 7, there is illustrated a system 700 where initial filtering is performed on a message server 702 and secondary filtering is performed on one or more clients. The GCN 500 is provided to facilitate communication of messages (e.g., e-mail) to and from one or more clients (704, 706, and 708) (also denoted as Client1, Client2, ..., ClientN). The SMTP gateway server 508 interfaces to the GCN 500 to provide compatible SMTP messaging services between the network devices of the GCN 500 and messaging entities on the LAN 510.

[0065] The message server 702 is operatively disposed on the LAN 510, and interfaces to the gateway 508 to control and process incoming and outgoing messages of the clients 704, 706, and 708, and any other wired or wireless devices operable to communicate messages via the LAN 510 to the message server 702. The clients (704, 706, and 708) (e.g., wired or wireless devices) are disposed in operable communication with the LAN 510 to access at least the message services provided thereon.

[0066] According to one aspect of the present invention, the message server 702 performs initial filtering by employing a first filter 710 (similar to first filter 106), and the client perform secondary filtering using a second filter 712 (similar to the second filter 108). Thus incoming messages are received from the gateway 508 into an incoming message buffer 714 of the message server 702 for temporary storage as the first filter 710 processes the messages to determine whether they are junk or non-junk messages. The buffer 714 can be a simple FIFO (First-In-First-Out) architecture such that all messages are processed on a first-come-first-served basis. It can be appreciated however, that the message server 702 can filter process the buffered messages according to a tagged priority. Thus the buffer 714 is suitably configured to provide message prioritization such that messages tagged with a higher priority by the sender are forwarded from the buffer 714 for filtering before other messages that are tagged with lower priorities. Priority tagging can be based upon other criteria unrelated to the sender priority tag, including but not limited to the size of the message, date the message was sent, whether the message has an attachment, size of the attachment, how long the message has been in the buffer 714, etc.

[0067] In order to develop the false positive and false negative rate data of the first filter 710, an administrator...
can sample the output of the first filter 710 to determine how many normal messages are mislabeled as junk and how many junk messages are mislabeled as normal. As indicated hereinabove in accord with one aspect of the present invention, this rate data of the first filter 710 is then used as a basis for determining the new false positive and false negative rate data of the second filter 712.

In any case, once the first filter 710 has filtered the message, it is routed from the server 702 through a server network interface 716 across the network 510 to the appropriate client (e.g., the first client 704) based upon the client destination IP address. The first client 704 includes the CPU 514 that controls all client processes. The CPU 514 communicates with the message server 702 to obtain the false positive and negative rate data of the first filter 710, and performs the comparison with the false positive and negative rate data of the second filter 712 to determine when the second filter 712 should be employed. If the results of the comparison are such that the second filter rate data is now worse than the rate data of the first filter 710, the second filter 712 is employed, and the CPU 514 communicates to the message server 702 to allow messages destined to the first client 704 to pass through the server 702 unfiltered.

When the user of the first client 704 reviews the received messages and performs user-correction, the new false positive and negative rate data of the second filter 712 is updated. If the new rate data becomes worse than the rate data of the first filter 710, the new rate data will then be employed to provide filtering for the first client 704. The CPU 514 continues to make rate-data comparisons in order to determine when to toggle filtering between the first and second filters (710 and 712) for that particular client 704.

The CPU 514 executes an algorithm operable according to instructions for providing any of the one or more filtering functions described herein. The algorithm includes, but is not limited to, the encoded instructions that execute at least the basic approach filtering methodology described above, at least any or all of the approaches that can be used in combination therewith for addressing failure of the user to make user corrections, uncertainty determination, threshold determination, accuracy rate calculations using the false positive and false negative rate data, and user interactivity selections. The user interface 518 is provided to facilitate communication with the CPU 514 and client operating system such that the user can interact to configure the filter settings and access messages.

The client 502 also includes at least the second filter 712 operable according to the filter descriptions provided hereinabove. The client 502 also includes the message inbox storage location (or folder) 524 for receiving filtered messages from at least one of the first filter 710 and the second filter 712, messages that are anticipated to be properly tagged messages. The second message storage location (or folder) 526 can be provided for accommodating junk mail that the user determines is junk mail and chooses to store therein, although this may also be a trash folder. As indicated above, the inbox folder 524 can include messages that were filtered by either the first filter 710 or the second filter 712 depending on whether the second filter 712 was employed over the first filter 710 to provide equal or better filtering of incoming messages.

As indicated hereinabove, once the user has downloaded messages from the message server 702, the user will then peruse the messages of the inbox folder 524 to read and determine the actual status of the filtered messages. If a junk message got through the first filter 710, the user will then perform an explicit or implicit user-correction function that indicates to the system that the message was actually a junk message. The first and second filters (710 and 712) are then trained based upon this user-correction data. If the second filter 712 is determined to have a better accuracy rate than the first filter 710, it will be employed in lieu of the first filter 710 to provide better filtering. And if the second filter 712 has a substantially equal accuracy rate to the first filter 710, it may or may not be employed. Filter training can be user-selected to occur according to a number of predetermined criteria, as indicated above.

It is appreciated that since other clients (706 and 708) utilize the message server 702 for filtering messages, that new rate data of the respective clients (706 and 708) will affect the filtering operation of the first filter 710. Thus the respective clients (706 and 708) also communicate with the message server 702 to enable or disable the first filter 710 according to respective new rate data of the second filters of those clients (706 and 708). The message server 702 may include a filter preference table of client preferences related to the respective client filter requirements. Thus every buffered message is interrogated for the destination IP address, and processed according to the filter preferences associated with that destination address stored in the filter table. Thus while a broadcast junk message destined to the first client 704 may be required to be processed by the second filter 712 of the first client 704, according to the rate data comparison results of the first client 704, the same junk message also destined for the second client 706 may be required to be processed by the first filter 710 of the message server 702, in accordance with the results of the rate data comparisons obtain therewith.

It is further appreciated that the individual new rate data of the individual clients (704, 706, and 708) could be received and processed concurrently by the server 702 to determine the average thereof. This average value could then be used to determine whether to toggle use the first filter 710 or the second filters 712 of the clients, individually or as a group. Alternatively, the best new rate data of the clients (704, 706, and 708) could be determined by the server 702, and used to toggle between the first filter 710 and the client filters 712, individually or as a group.
then transmitted to a system message routing component via, for example, an SMTP gateway and are user destinations. The messages enter the provider incoming messages. A large number of incoming messages can be employed to process a large number of incoming messages. The messages are received and addressed to many different user destinations. The messages enter the provider incoming messages. A large number of incoming messages can be employed to process a large number of incoming messages. The messages are received and addressed to many different user destinations.

Each filter system (808, 810, and 812) includes a routing control component, a first filter, a second filter, and an output buffer. Thus the filter system 808 includes a routing control component 814 for routing messages between a first system filter 816 and a second system filter 818. The outputs of the first and second filters (816 and 818) are connected to an output buffer 820 for temporarily storing messages prior to the messages being transmitted to a user inbox routing component 822. The user inbox routing component 822 interrogates each message received from the output buffer 820 of the filter system 808 for the user destination address, and routes the message to the appropriate user inbox of a plurality of user inboxes (also denoted Inbox1, Inbox2,....InboxN).

The system message routing component 806 includes a load balancing capability to route messages between the filter systems (808, 810, and 812) according to the availability of a bandwidth of the filters systems (808, 810, and 812) to accommodate message processing. Thus if an incoming message queue (not shown, but part of the routing component 814) of the first filter system 808 is backed up and cannot accommodate the throughput needed for the system 800, status information of this queue is fed back to the system routing component 806 from the routing control component 814 so that incoming messages 802 are then routed to the other filter systems (810 and 812) until the incoming queue of the system 814 is capable of receiving further messages. Each of the remaining filter systems (810 and 812) includes this incoming queue feedback capability such that the system routing component 806 can process message load handling between all available filter systems Filter System1, Filter System2,....,Filter SystemN.

The adaptive filter capability of the first system filter 808 will now be described in detail. In this particular system implementation, the system administrator would be tasked with determining what constitutes junk mail for the system 800 by providing feedback as to accuracy of the filters to provide tagged/untagged messages. That is, the administrator performs user-correction in order to generate the FN and FP information for each of the respective systems (808, 810, and 812). Due to the large number of incoming messages, this could be performed according to a statistical sampling method that mathematically provides a high degree of probability that the sample being taken reflects the accuracy of the filtering performed by a respective filter system (808, 810, and 812) in determining what is a junk message and a non-junk message.

In furtherance thereof, the administrator would take a sample of messages from the buffer 820 via a system control component 826, and verify the accuracy of message tagging on the sample. The system control component 826 can be a hardware and/or software processing system that interconnects to the filter systems (808, 810, and 812) for monitor and control thereof. Any messages incorrectly tagged would be used to establish the false negative (FN) and false positive (FP) rate data for the first filter 816. This FN/FP rate data is then used on the second filter 818. If the rate data of the first filter 816 falls below a threshold value, the second filter 818 can be enabled to provide at least as good filtering as the first filter 816. When the administrator again performs user-correction sampling from the buffer 820, if the FN/FP data of the second filter 818 is worse than that of the first filter 816, the routing control component 814 will process this FN/FP data of the second filter 818 and determine that message routing should be switched back to the first filter 816.

The system control component 826 interfaces to the system message routing component 806 to exchange data therebetween, and provide administration thereof by the administrator. The system control component 826 also interfaces the output buffer of the remaining systems Filter System12,...,Filter SystemN to provide sampling capability of those systems. The administrator can also access the user inbox routing component 822 via the system control component 826 to oversee operation of thereof.

The accuracy of a filter, as described hereinabove with respect to FIG. 1, can be extended to the accuracy of a plurality of filtering systems. The FN/FP rate data of the first system 808 can then be used to train the filters of the second system 810 and third system 812 to further enhance the filtering capabilities of the overall system 800. Similarly, load control can be performed according to the FN/FP data of a particular system. That is, if the overall FN/FP data of the first system 808 is worse than the FN/FP data of the second system 810, more messages can be routed to the second system 810 than the first system 808.

It is appreciated that the filter systems (808, 810, and 812) can be separate filter algorithms each running on dedicated computers, or combinations of computers. Alternatively, where the hardware capability exists, the algorithms can be running together on a single computer such that all filtering is performed on a single robust machine.

Referring now to FIG. 9, there is illustrated a block diagram of a computer operable to execute the
disclosed architecture. In order to provide additional context for various aspects of the present invention, FIG. 9 and the following discussion are intended to provide a brief, general description of a suitable computing environment 900 in which the various aspects of the present invention may be implemented. While the invention has been described above in the general context of computer-executable instructions that may run on one or more computers, those skilled in the art will recognize that the invention also may be implemented in combination with other program modules and/or as a combination of hardware and software. Generally, program modules include routines, programs, components, data structures, etc., that perform particular tasks or implement particular abstract data types. Moreover, those skilled in the art will appreciate that the inventive methods may be practiced with other computer system configurations, including single-processor or multiprocessor computer systems, minicomputers, mainframe computers, as well as personal computers, hand-held computing devices, microprocessor-based or programmable consumer electronics, and the like, each of which may be operatively coupled to one or more associated devices. The illustrated aspects of the invention may also be practiced in distributed computing environments where certain tasks are performed by remote processing devices that are linked through a communications network. In a distributed computing environment, program modules may be located in both local and remote memory storage devices.

With reference again to Fig. 9, the exemplary environment 900 for implementing various aspects of the invention includes a computer 902, the computer 902 including a processing unit 904, a system memory 906 and a system bus 908. The system bus 908 couples system components including, but not limited to the system memory 906 to the processing unit 904. The processing unit 904 may be any of various commercially available processors. Dual microprocessors and other multiprocessor architectures also can be employed as the processing unit 904.

The system bus 908 can be any of several types of bus structure including a memory bus or memory controller, a peripheral bus and a local bus using any of a variety of commercially available bus architectures. The system memory 906 includes read only memory (ROM) 910 and random access memory (RAM) 912. A basic input/output system (BIOS), containing the basic routines that help to transfer information between elements within the computer 902, such as during start-up, is stored in the ROM 910.

The computer 902 further includes a hard disk drive 914, a magnetic disk drive 916, (e.g., to read from or write to a removable disk 918) and an optical disk drive 920, (e.g., reading a CD-ROM disk 922 or to read from or write to other optical media). The hard disk drive 914, magnetic disk drive 916 and optical disk drive 920 can be connected to the system bus 908 by a hard disk drive interface 924, a magnetic disk drive interface 926 and an optical drive interface 928, respectively. The drives and their associated computer-readable media provide non-volatile storage of data, data structures, computer-executable instructions, and so forth. For the computer 902, the drives and media accommodate the storage of broadcast programming in a suitable digital format. Although the description of computer-readable media above refers to a hard disk, a removable magnetic disk and a CD, it should be appreciated by those skilled in the art that other types of media which are readable by a computer, such as zip drives, magnetic cassettes, flash memory cards, digital video disks, cartridges, and the like, may also be used in the exemplary operating environment, and further that any such media may contain computer-executable instructions for performing the methods of the present invention.

A number of program modules can be stored in the drives and RAM 912, including an operating system 930, one or more application programs 932, other program modules 934 and program data 936. It is appreciated that the present invention can be implemented with various commercially available operating systems or combinations of operating systems.

A user can enter commands and information into the computer 902 through a keyboard 938 and a pointing device, such as a mouse 940. Other input devices (not shown) may include a microphone, an IR remote control, a joystick, a game pad, a satellite dish, a scanner, or the like. These and other input devices are often connected to the processing unit 904 through a serial port interface 942 that is coupled to the system bus 908, but may be connected by other interfaces, such as a parallel port, a game port, a universal serial bus ("USB"), an IR interface, etc. A monitor 944 or other type of display device is also connected to the system bus 908 via an interface, such as a video adapter 946. In addition to the monitor 944, a computer typically includes other peripheral output devices (not shown), such as speakers, printers etc.

The computer 902 may operate in a networked environment using logical connections to one or more remote computers, such as a remote computer(s) 948. The remote computer(s) 948 may be a workstation, a server computer, a router, a personal computer, portable computer, microprocessor-based entertainment appliance, a peer device or other common network node, and typically includes many or all of the elements described relative to the computer 902, although, for purposes of brevity, only a memory storage device 950 is illustrated. The logical connections depicted include a LAN 952 and a WAN 954. Such networking environments are commonplace in offices, enterprise-wide computer networks, intranets and the Internet.

When used in a LAN networking environment, the computer 902 is connected to the local network 952 through a network interface or adapter 956. When used in a WAN networking environment, the computer 902 typically includes a modem 958, or is connected to a computer, microprocessor-based entertainment appliance, a peer device or other common network node, and typically includes many or all of the elements described relative to the computer 902, although, for purposes of brevity, only a memory storage device 950 is illustrated. The logical connections depicted include a LAN 952 and a WAN 954. Such networking environments are commonplace in offices, enterprise-wide computer networks, intranets and the Internet.
munications server on the LAN, or has other means for establishing communications over the WAN 954, such as the Internet. The modem 958, which may be internal or external, is connected to the system bus 908 via the serial port interface 942. In a networked environment, program modules depicted relative to the computer 902, or portions thereof, may be stored in the remote memory storage device 950. It will be appreciated that the network connections shown are exemplary and other means of establishing a communications link between the computers may be used.

[0091] In accordance with one aspect of the present invention, the filter architecture adapts to the degree of filtering desired by the particular user of the system on which the filtering is employed. It can be appreciated, however, that this "adaptive" aspect can be extended from the local user system environment back to the manufacturing process of the system vendor where the degree of filtering for a particular class of users can be selected for implementation in systems produced for sale at the factory. For example, if a purchaser decides that a first batch of purchased systems are to be provided for users that do not require access to any junk mail, the default setting at the factory for this batch of systems can be set high, whereas a second batch of systems for a second class of users can be configured for a lower setting to all more junk mail for review. In either scenario, the adaptive nature of the present invention can be enabled locally to allow the individual users of any class of users to then adjust the degree of filtering, or if disabled, prevented from altering the default setting at all. It is also appreciated that a network administrator who exercises comparable access rights to configure one or many systems suitably configured with the disclosed filter architecture, can also implement such class configurations locally.

[0092] What has been described above includes examples of the present invention. It is, of course, not possible to describe every conceivable combination of components or methodologies for purposes of describing the present invention, but one of ordinary skill in the art may recognize that many further combinations and permutations of the present invention are possible. Accordingly, the present invention is intended to embrace all such alterations, modifications and variations that fall within the scope of the appended claims. Furthermore, to the extent that the term "includes" is used in either the detailed description or the claims, such term is intended to be inclusive in a manner similar to the term "comprising" as "comprising" is interpreted when employed as a transitional word in a claim.

Claims

1. A data filtering system, comprising:

   a first filter (106) for filtering messages, and hav-

ing first accuracy data associated therewith; and a
second filter (108) for filtering the messages, and having associated therewith second accuracy data, the second filter trained with the first accuracy data, wherein the data filtering system further comprises means for utilizing the data used to determine the first accuracy data to determine the second accuracy data as a function of threshold, wherein the data filtering system is adapted to employ the second filter if a threshold exists for the second filter such that the second accuracy data is better than the first accuracy data.

2. The filtering system of claim 1, the data filtering system is adapted to employ the second filter (108) at least one of in combination with the first filter (106) and in lieu of the first filter.

3. The filtering system of claim 1, the data filtering system is adapted to employ the second filter (108) when the second accuracy rate is at least the same as the first accuracy rate.

4. The filtering system of claim 1, at least one of the first accuracy data and the second accuracy data comprises a false positive rate and a false negative rate.

5. The filtering system of claim 1, the first accuracy data and the second accuracy data determined based at least upon one of message text and message content.

6. The filtering system of claim 1, the first filter (106) being a seed filter derived from processing other user e-mail data.

7. The filtering system of claim 1, the first accuracy data determined according to a user-correction process wherein a user reviews the data, which data is a message, and tags the message as one of a junk message and a non junk message.

8. The filtering system of claim 7, the user-correction process includes overriding an initial classification of the message, the initial classification performed automatically by the first filter (106) when the message is received.

9. The filtering system of claim 1, the data filtering system is adapted to employ the second filter (108) when the threshold value that is used to employ the second filter is at least as efficient as the first filter (106) based upon a p * function where N is at least twenty.

10. The filtering system of claim 1, the first accuracy data determined according to a predetermined set of data
known with a high degree of certainty to be correct.

11. The filtering system of claim 10, the predetermined set of data including at least one of a message that is tagged by the user as a non-junk message, a message that is read and deleted by the user, a message that is forwarded by the user, and a message that is replied to by the user.

12. The filtering system of claim 1, the first accuracy data is determined by a probability value that is received from a calibrated filter, which probability value is used to estimate a false positive rate of the first accuracy data.

13. The filtering system of claim 1, the first accuracy data utilized to generate an expectation value.

14. The filtering system of claim 13, the data filtering system is adapted to employ the second filter (108) only if the actual number of user corrections is at least the same as the expectation value.

15. The filtering system of claim 1, the threshold selected from a plurality of threshold values, the data filtering system is adapted to employ the new filter only if the second accuracy data is better than the first accuracy data at that threshold.

16. The data filtering system of claim 1, wherein:

   the first filter (106) for filtering messages has associated therewith a false positive rate and a false negative rate; and

   the second filter (108) for filtering messages is evaluated according to the false positive rate and the false negative rate of the first filter, the data used to determine the false positive rate and the false negative rate of the first filter utilized to determine a new false positive rate and a new false negative rate associated with the second filter as a function of threshold, wherein the data filtering system is adapted to employ the second filter in lieu of the first filter if a threshold exists for the second filter such that the new false positive rate and new false negative rate are together better than the false positive and the false negative rate of the first filter.

17. The system of claim 16, the false positive rate and the false negative rate determined according to messages that are labeled as junk and non-junk via employment of a user-correction process.

18. The system of claim 17, the user-correction process includes overriding an initial classification of a message, the initial classification performed automatically by the first filter upon receipt of the message.

19. The system of claim 16, the false positive rate and the false negative rate derived from content of at least one of the messages.

20. The system of claim 16, the false positive rate and the false negative rate derived from content of other user's e-mail messages.

21. The system of claim 16, the data filtering system is adapted to employ the second filter (108) when the new false positive rate is worse than that of the first filter (106).

22. The system of claim 16, the false positive rate and false negative rate determined, after at least one of a predetermined number of junk and non-junk messages are labeled and a predetermined time has occurred.

23. The system of claim 16, the threshold selected from a plurality of generated threshold values, the selected threshold values determined by choosing at least one of an average threshold value over eligible threshold values, a threshold value with lowest false positive rate, and a threshold value that maximizes user's expected utility based upon a \( p * \) utility function.

24. The system of claim 16, the threshold selected from a plurality of threshold values, the data filtering system is adapted to employ the second filter (108) only if the new false positive rate and the new false negative rate are better than the false positive rate and the false negative rate of the first filter (106) at that threshold.

25. The system of claim 16, further comprising a plurality of secondary filters, the plurality comprising the second filter (108), the system is adapted to employ at least one of the secondary filters in lieu of the first filter if a threshold exists for the at least one secondary filter such that the new false positive rate and new false negative rate are together better than the false positive and the false negative rate of the first filter (106).

26. The system of claim 25, the secondary filters comprising M filters, M being an integer, the system selecting filter \( M_i \) in lieu of the first filter (106) for a particular message, and selecting filter \( M_2 \) in lieu of the first filter for another message.

27. The data filtering system of claim 16, further comprising means for receiving messages.

28. The filtering system of claim 1, further comprising:

   a filter interface (400) adapted to communicate
with a configuration system for configuring a filter;
at least one input of the filter interface for receiving filter configuration information for configuring the filter; and
at least one output of the filter interface for committing the filter configuration information to the configuration system to generate.

29. The filtering system of claim 28 wherein the interface is operable to commit the filter configuration information for processing to generate an updated message filter.

30. The filtering system of claim 28 wherein the interface is operable to provide a plurality of user selectable filter levels including at least one of default, enhanced, and exclusive.

31. The filtering system of claim 28, further comprising a user mailbox interface (420) for facilitating tagging of a message as junk.

32. The filtering system of claim 31, the user mailbox interface facilitating access to at least one of a junk mail folder and an old junk mail folder.

33. A computer comprising the system of claim 1.

34. A network comprising the system of claim 1.

35. A portable computing device comprising the system of claim 1.

36. The device of claim 35 being one of: a personal data assistant, a telephone or a laptop computer.

37. A method of filtering data for use in a data filtering system comprising:

- at least a first filter (106) and a second filter (108);
- the method comprising:

  determining (306) a first accuracy data of the first filter;
  training (308) the second filter utilizing the first accuracy data;
  determining (310) a second accuracy data of the second filter as a function of threshold; and
  employing (316) the second filter when a predetermined threshold value is reached.

38. The method of claim 37, the second filter employed at least one of in combination with the first filter (106) and in lieu of the first filter.

39. The method of claim 37, the second filter (108) employed when the second accuracy rate is at least the same as the first accuracy rate.

40. The method of claim 37, at least one of the first accuracy data and the second accuracy data comprises a false positive rate and a false negative rate.

41. The method of claim 37, the first accuracy data and the second accuracy data determined based at least upon one of e-mail text and e-mail content.

42. The method of claim 37, the first filter (106) being a seed filter derived from processing other user e-mail data.

43. The method of claim 37, the first accuracy data determined according to a user-correction process (304) wherein a user reviews the data, which data is an e-mail message, and tags the e-mail message as one of a junk message and a non-junk message.

44. The method of claim 37, the user-correction process includes overriding an initial classification of the e-mail message, the initial classification performed automatically by the first filter when the e-mail message is received.

45. The method of claim 37, further comprising employing the second filter (108) when the threshold value that is used to generate the second filter is at least as efficient as the first filter (106) based upon a p* function where N is at least twenty.

46. The method of claim 37, the first accuracy data determined according to a predetermined set of data known with a high degree of certainty to be correct.

47. The method of claim 46, the predetermined set of data including at least one of a message that is tagged by the user as a non-junk message, a message that is read and deleted by the user, a message that is forwarded by the user, and a message that is replied to by the user.

48. The method of claim 37, the first accuracy data determined by a probability value that is received from a calibrated filter, which probability value is used to estimate a false positive rate of the first accuracy data.

49. The method of claim 37, further comprising generating an expectation value based upon the first accuracy data.

50. The method of claim 49, employing the second filter (108) only if the actual number of user corrections is at least the same as the expectation value.
51. The method of claim 37, further comprising:

- determining a false positive rate and a false negative rate associated with a seed filter (106):
- training a new filter (108) utilizing seed data associated with the seed filter, the seed data used in determining a new false positive rate and a new false negative rate of the new filter as a function of threshold; and
- employing the new filter in lieu of the seed filter if a threshold exists for the new filter such that the new false positive and new false negative rates are together considered better than that of the seed filter.

52. The method of claim 51, generating in part the seed data based upon labeling messages as junk and non-junk via employment of a user-correction process.

53. The method of claim 51, the user-correction process includes overriding an initial classification of the message, the initial classification performed automatically by the seed filter (106) receiving the message.

54. The method of claim 51, further comprising deriving the seed data from content of an e-mail message.

55. The method of claim 51, further comprising deriving the seed data from content of other user's e-mail messages.

56. The method of claim 51, further comprising employing the new filter (108) when the new false positive rate is worse than that of the seed filter (106):

57. The method of claim 51, further comprising determining the false positive rate and false negative rate after at least one of a predetermined number of junk and non-junk messages are labeled, and a predetermined time has occurred.

58. The method of claim 51, employing the new filter if the new false positive and new false negative rates are together considered better than that of the seed filter at a current threshold setting and a weighted value is at least zero.

59. The method of claim 58, increasing the weighted value when performance of the new filter (108) is better at the current threshold setting than at a noncurrent threshold setting, which non-current threshold setting is a threshold other than the current threshold, and decreasing the weighted value when performance of the new filter is worse at the current threshold setting than at the non-current threshold setting.

60. A computer-readable medium for storing a program which, when run on a computer, will carry out all the method steps of claims 37 to 59.

**Patentansprüche**

1. Datenfilterungssystem, umfassend:

- einen ersten Filter (106), der Nachrichten filtert und damit verknüpfte erste Genauigkeitsdaten aufweist; und
- einen zweiten Filter (108), der die Nachrichten filtert und damit verknüpfte zweite Genauigkeitsdaten aufweist, wobei der zweite Filter mit den ersten Genauigkeitsdaten trainiert wird, wobei das Datenfilterungssystem des Weiteren Mittel zum Anwenden der Daten, die zum Bestimmen der ersten Genauigkeitsdaten verwendet werden, zum Bestimmen der zweiten Genauigkeitsdaten als Schwellenfunktion umfasst, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter einzusetzen, wenn eine Schwelle für den zweiten Filter vorhanden ist, sodass die zweiten Genauigkeitsdaten besser als die ersten Genauigkeitsdaten sind.

2. Filterungssystem nach Anspruch 1, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter (108) in Kombination mit dem ersten Filter (106) und/oder anstelle des ersten Filters einzusetzen.

3. Filterungssystem nach Anspruch 1, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter (108) einzusetzen, wenn die zweite Genauigkeitsrate wenigstens gleich der ersten Genauigkeitsrate ist.

4. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten und/oder die zweiten Genauigkeitsdaten eine Falschpositivrate und eine Falschnegativrate umfassen.

5. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten und die zweiten Genauigkeitsdaten auf Grundlage eines Nachrichtentextes und/oder eines Nachrichteninhaltes bestimmt werden.

6. Filterungssystem nach Anspruch 1, wobei der erste Filter (106) ein Seed-Filter ist, der aus der Verarbeitung anderer Anwender-E-Mail-Daten hergeleitet ist.

7. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten entsprechend einem Anwenderberichtigungsprozess bestimmt werden, bei der ein Anwender die Daten dahingehend prüft, welche Daten eine Nachricht sind, und die Nachricht entweder als Ausschussnachricht oder Nichtausschussnach-
richt kennzeichnet.


9. Filterungssystem nach Anspruch 1, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter (108) einzusetzen, wenn der Schwellenwert, der zum Einsetzen des zweiten Filters verwendet wird, mindestens so effizient wie der erste Filter (106) ist, was auf einer p*-Funktion beruht, wobei N wenigstens 20 ist.

10. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten entsprechend einem vorbestimmten Satz von Daten bestimmt werden, von denen mit einem hohen Grad an Sicherheit bekannt ist, dass sie richtig sind.


12. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten durch einen Wahrscheinlichkeitswert bestimmt werden, der von einem kalibrierten Filter empfangen wird, wobei der Wahrscheinlichkeitswert zum Schätzen einer Falschpositivrate der ersten Genauigkeitsdaten verwendet wird.

13. Filterungssystem nach Anspruch 1, wobei die ersten Genauigkeitsdaten zum Erzeugen eines Erwartungswertes verwendet werden.


15. Filterungssystem nach Anspruch 1, wobei die Schwelle aus einer Mehrzahl von Schwellenwerten ausgewählt ist und das Datenfilterungssystem dafür ausgelegt ist, den neuen Filter nur dann einzusetzen, wenn die beiden Genauigkeitsdaten besser als die ersten Genauigkeitsdaten an jener Schwelle sind.

16. Datenfilterungssystem nach Anspruch 1, wobei:

mit dem ersten Filter (106) zum Filtern von Nachrichten eine Falschpositivrate und eine Falschnegativrate verknüpft sind; und der zweite Filter (108) zum Filtern der Nachrichten entsprechend der Falschpositivrate und der Falschnegativrate des ersten Filters bewertet wird, und die Daten, die zum Bestimmen der Falschpositivrate und der Falschnegativrate des ersten Filters verwendet werden, zum Bestimmen einer neuen Falschpositivrate und einer neuen Falschnegativrate in Verknüpfung mit dem zweiten Filter als Schwellenfunktion verwendet werden, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter anstelle des ersten Filters einzusetzen, wenn eine Schwellen für den zweiten Filter vorhanden ist, sodass die neue Falschpositivrate und neue Falschnegativrate zusammen besser als die Falschpositiv- und die Falschnegativrate des ersten Filters sind.


21. System nach Anspruch 16, wobei das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter (108) einzusetzen, wenn die neue Falschpositivrate schlechter als diejenige des ersten Filters (106) ist.


23. System nach Anspruch 16, wobei die Schwellen aus einer Mehrzahl von erzeugten Schwellenwerten ausgewählt ist, wobei die ausgewählten Schwellenwerte bestimmt werden: durch Wählen eines Durch-

schnittsschwellenwertes über auswählbare Schwellenwerte und/oder eines Schwellenwertes mit niedrigster Falschpositivrate und/oder eines Schwellenwertes, der die anwenderseitig erwartete Nützlichkeit maximiert, was auf einer $p^*$-Nützlichkeitsfunktion beruht.

24. System nach Anspruch 16, wobei die Schwelle aus einer Mehrzahl von Schwellenwerten ausgewählt wird und das Datenfilterungssystem dafür ausgelegt ist, den zweiten Filter (108) nur dann einzusetzen, wenn die neue Falschpositivrate und die neue Falschnegativrate besser als die Falschpositivrate und die Falschnegativrate des ersten Filters (106) an jener Schwelle sind.

25. System nach Anspruch 16, des Weiteren umfassend eine Mehrzahl von sekundären Filtern, wobei die Mehrzahl den zweiten Filter (108) umfasst und das System dafür ausgelegt ist, wenigstens einen von den sekundären Filtern anstelle des ersten Filters einzusetzen, wenn eine Schwelle für den wenigstens einen sekundären Filter vorhanden ist, sodass die neue Falschpositivrate und neue Falschnegativrate zusammen besser als die Falschpositiv- und die Falschnegativrate des ersten Filters (106) sind.

26. System nach Anspruch 25, wobei die sekundären Filter M Filter umfassen und M eine ganze Zahl ist, wobei das System den Filter $M_i$ anstelle des ersten Filters (106) für eine bestimmte Nachricht auswählt und den Filter $M_2$ anstelle des ersten Filters für eine weitere Nachricht auswählt.

27. Datenfilterungssystem nach Anspruch 16, des Weiteren umfassend Mittel zum Empfangen von Nachrichten.

28. Filterungssystem nach Anspruch 1, des Weiteren umfassend:

   eine Filterschnittstelle (400), die dafür ausgelegt ist, mit einem Konfigurationssystem zum Konfigurieren eines Filters zu kommunizieren; wenigstens eine Eingebe der Filterschnittstelle zum Empfangen von Filterkonfigurationsinformation zum Konfigurieren des Filters; und wenigstens eine Ausgabe der Filterschnittstelle zum Überstellen der Filterkonfigurationsinformation an das Konfigurationssystem für eine Erzeugung.

29. Filterungssystem nach Anspruch 28, wobei die Schnittstelle dafür betrieben werden kann, die Filterkonfigurationsinformation zur Verarbeitung für eine Erzeugung eines aktualisierten Nachrichtenfilters zu überstellen.

30. Filterungssystem nach Anspruch 28, wobei die Schnittstelle dafür betrieben werden kann, eine Mehrzahl von anwenderseitig auswählbaren Filterniveaus, darunter wenigstens Standard und/oder erweitert und/oder exklusiv, bereitzustellen.


32. Filterungssystem nach Anspruch 31, wobei die Anwendermailboxschnittstelle den Zugriff auf einen Ausschussmailordner und/oder einen alten Ausschussmailordner erleichtert.

33. Computer, umfassend das System nach Anspruch 1.

34. Netzwerk, umfassend das System nach Anspruch 1.

35. Tragbare Rechenvorrichtung, umfassend das System nach Anspruch 1.

36. Vorrichtung nach Anspruch 35, die entweder ein persönlicher Datenassistent oder ein Telefon oder ein Laptop-Computer ist.

37. Verfahren zum Filtern von Daten zur Verwendung in einem Datenfilterungssystem, umfassend:

   wenigstens einen ersten Filter (106) und einen zweiten Filter (108); wobei das Verfahren umfasst:

   Bestimmen (306) von ersten Genauigkeitsdaten des ersten Filters; Trainieren (308) des zweiten Filters unter Verwendung der ersten Genauigkeitsdaten; Bestimmen (310) von zweiten Genauigkeitsdaten des zweiten Filters als Schwellenfunktion; und Einsetzen (316) des zweiten Filters, wenn ein vorbestimmter Schwellenwert erreicht ist.

38. Verfahren nach Anspruch 37, wobei der zweite Filter in Kombination mit dem ersten Filter (106) und/oder anstelle des ersten Filters eingesetzt wird.

39. Verfahren nach Anspruch 37, wobei der zweite Filter (108) eingesetzt wird, wenn die zweite Genauigkeitsrate wenigstens gleich der ersten Genauigkeitsrate ist.

40. Verfahren nach Anspruch 37, wobei die ersten Genauigkeitsdaten und/oder die zweiten Genauigkeits-
daten eine Falschpositivrate und eine Falschnegativrate umfassen.

41. Verfahren nach Anspruch 37, wobei die ersten Genauigkeitsdaten und die zweiten Genauigkeitsdaten auf Grundlage eines E-Mail-Textes und/oder eines E-Mail-Inhaltes bestimmt werden.

42. Verfahren nach Anspruch 37, wobei der erste Filter (106) ein Seed-Filter ist, der aus der Verarbeitung anderer Anwender-E-Mail-Daten hergeleitet ist.

43. Verfahren nach Anspruch 37, wobei die ersten Genauigkeitsdaten entsprechend einem Anwenderberichtigungsprozess (304) bestimmt werden, bei der ein Anwender die Daten dahingehend prüft, welche Daten eine E-Mail-Nachricht sind, und die E-Mail-Nachricht entweder als Ausschussnachricht oder als Nichtausschussnachricht kennzeichnet.

44. Verfahren nach Anspruch 37, wobei der Anwenderberichtigungsprozess ein Außerkraftsetzen einer anfänglichen Klassifikation der E-Mail-Nachricht beinhaltet, wobei die anfängliche Klassifikation automatisch von dem ersten Filter durchgeführt wird, wenn die E-Mail-Nachricht empfangen wird.

45. Verfahren nach Anspruch 37, des Weiteren umfassend ein Einsetzen des zweiten Filters (108), wenn der Schwellenwert, der zum Erzeugen des zweiten Filters verwendet wird, wenigstens so effizient wie der erste Filter (106) ist, was auf einer p*-Funktion beruht, wobei N wenigstens 20 ist.

46. Verfahren nach Anspruch 37, wobei die ersten Genauigkeitsdaten entsprechend einem vorbestimmten Satz von Daten bestimmt werden, von denen mit einem hohen Grad an Sicherheit bekannt ist, dass sie richtig sind.

47. Verfahren nach Anspruch 46, wobei der vorbestimmte Satz von Daten eine Nachricht, die von dem Anwender als Nichtausschussnachricht gekennzeichnet worden ist, und/oder eine Nachricht, die von dem Anwender gelesen und gelöscht worden ist, und/oder eine Nachricht, die der Anwender weitergeleitet worden ist, und/oder eine Nachricht, die der Anwender beantwortet hat, beinhaltet.

48. Verfahren nach Anspruch 37, wobei die ersten Genauigkeitsdaten durch einen Wahrscheinlichkeitswert bestimmt werden, der von einem kalibrierten Filter empfangen wird, wobei der Wahrscheinlichkeitswert zum Schätzen einer Falschpositivrate der ersten Genauigkeitsdaten verwendet wird.

49. Verfahren nach Anspruch 37, des Weiteren umfassend ein Erzeugen eines Erwartungswertes auf Grundlage der ersten Genauigkeitsdaten.

50. Verfahren nach Anspruch 49, bei dem der zweite Filter (108) nur dann eingesetzt wird, wenn die tatsächliche Anzahl der Anwenderberichtigungen wenigstens gleich dem Erwartungswert ist.

51. Verfahren nach Anspruch 37, des Weiteren umfassend:

Bestimmen einer Falschpositivrate und einer Falschnegativrate in Verknüpfung mit einem Seed-Filter (106);
Trainieren eines neuen Filters (108) unter Verwendung von Seed-Daten in Verknüpfung mit dem Seed-Filter, wobei die Seed-Daten beim Bestimmen einer neuen Falschpositivrate und einer neuen Falschnegativrate des neuen Filters als Schwellenfunktion verwendet werden; und
Einsetzen des neuen Filters anstelle des Seed-Filter, wenn eine Schwelle für den neuen Filter vorhanden ist, sodass die neuen Falschpositiv- und neuen Falschnegativraten zusammen besser als diejenigen des Seed-Filter betrachtet werden.

52. Verfahren nach Anspruch 51, bei dem die Seed-Daten teilweise auf Grundlage der Kennzeichnung von Nachrichten als Ausschuss und Nichtausschuss über einen Einsatz eines Anwenderberichtigungsprozesses erzeugt werden.

53. Verfahren nach Anspruch 51, wobei der Anwenderberichtigungsprozess ein Einsetzen einer anfänglichen Klassifikation der Nachricht beinhaltet, wobei die anfängliche Klassifikation automatisch von dem Seed-Filter (106), der die Nachricht empfängt, durchgeführt wird.

54. Verfahren nach Anspruch 51, des Weiteren umfassend ein Herleiten der Seed-Daten aus Inhalt einer E-Mail-Nachricht.


56. Verfahren nach Anspruch 51, des Weiteren umfassend ein Einsetzen des neuen Filters (108), wenn die neue Falschpositivrate schlechter als diejenige des Seed-Filter (106) ist.

57. Verfahren nach Anspruch 51, des Weiteren umfassend ein Bestimmen der Falschpositivrate und Falschnegativrate, nachdem wenigstens eine aus einer vorbestimmten Anzahl von Ausschuss- und Nichtausschussnachrichten gekennzeichnet und
eine vorbestimmte Zeit verstrichen ist.

58. Verfahren nach Anspruch 51, bei dem der neue Filter eingesetzt wird, wenn die neuen Falschpositiv- und neuen Falschnegativraten zusammen besser als diejenigen des Seed-Filters an einer aktuellen Schwelleneinstellung betrachtet werden und ein gewichteter Wert wenigstens gleich 0 ist.

59. Verfahren nach Anspruch 58, bei dem der gewichtete Wert vergrößert wird, wenn die Leistung des neuen Filters (108) an der aktuellen Schwelleneinstellung besser als an einer nichtaktuellen Schwelleneinstellung ist, wobei eine nichtaktuelle Schwelleneinstellung eine Schwelle ist, die nicht die aktuelle Schwelle ist, und wobei der gewichtete Wert verkleinert wird, wenn die Leistung des neuen Filters an der aktuellen Schwelleneinstellung schlechter als die nichtaktuelle Schwelleneinstellung ist.

60. Computerlesbares Medium zum Speichern eines Programms, das, wenn es auf einem Computer läuft, die Verfahrensschritte nach Ansprüchen 37 bis 59 ausführt.

**Revendications**

1. Système de filtrage de données, comprenant :

   un premier filtre (106) pour filtrer des messages, et auquel sont associées des premières données de pertinence ; et
   un second filtre (108) pour filtrer les messages, et auquel sont associées des secondes données de pertinence, le second filtre étant soumis à un apprentissage avec les premières données de pertinence, étant précisé que le système de filtrage de données comprend aussi des moyens pour utiliser les données qui servent à déterminer les premières données de pertinence afin de déterminer les secondes données de pertinence en fonction d’un seuil, et que ledit système de filtrage de données est apte à employer le second filtre si un seuil existe pour le second filtre de sorte que les secondes données de pertinence sont meilleures que les premières.

2. Système de filtrage de la revendication 1, qui est apte à employer le second filtre (108) en combinaison avec le premier filtre (106) et/ou à la place du premier filtre.

3. Système de filtrage de la revendication 1, qui est apte à employer le second filtre (108) quand le second degré de pertinence est au moins le même que le premier degré de pertinence.

4. Système de filtrage de la revendication 1, les premières données de pertinence et/ou les secondes données de pertinence comprenant un degré positif faux et un degré négatif faux.

5. Système de filtrage de la revendication 1, les premières données de pertinence et les secondes données de pertinence étant déterminées sur la base d’un texte de message et/ou d’un contenu de message.

6. Système de filtrage de la revendication 1, le premier filtre (106) étant un filtre de départ dérivé du traitement d’autres données de courrier électronique d’utilisateur.

7. Système de filtrage de la revendication 1, les premières données de pertinence étant déterminées selon un traitement de correction par l’utilisateur, un utilisateur examinant les données, constituées par un message, et marquant le message comme courrier poubelle ou courrier non poubelle.

8. Système de filtrage de la revendication 7, le traitement de correction par l’utilisateur annullant une classification initiale du message, laquelle classification initiale est réalisée automatiquement par le premier filtre (106) quand le message est reçu.

9. Système de filtrage de la revendication 1, qui est apte à employer le second filtre (108) quand la valeur seuil qui est utilisée pour employer le second filtre est au moins aussi efficace que le premier filtre (106), sur la base d’une fonction $p^*$ dans laquelle $N$ est égal à au moins vingt.

10. Système de filtrage de la revendication 1, les premières données de pertinence étant déterminées selon une série prédéterminée de données dont on sait avec un degré élevé de certitude qu’elles sont correctes.

11. Système de filtrage de la revendication 10, la série prédéterminée de données comprenant un message qui est marqué par l’utilisateur comme message non poubelle et/ou un message qui est lu et effacé par l’utilisateur et/ou un message qui est envoyé par l’utilisateur et/ou un message auquel l’utilisateur répond.

12. Système de filtrage de la revendication 1, les premières données de pertinence étant déterminées par une valeur de probabilité qui est reçue à partir d’un filtre calibré, laquelle valeur de probabilité est utilisée pour estimer un degré positif faux des premières données de pertinence.

13. Système de filtrage de la revendication 1, les pre-
mières données de pertinence étant utilisées pour générer une valeur d’espérance.

14. Système de filtrage de la revendication 13, qui est apte à employer le second filtre (108) seulement si le nombre réel de corrections par l’utilisateur est au moins le même que la valeur d’espérance.

15. Système de filtrage de la revendication 1, le seuil étant sélectionné parmi plusieurs valeurs de seuil et le système de filtrage de données étant apte à employer le nouveau filtre seulement si les secondes données de pertinence sont meilleures que les premières au niveau de ce seuil.

16. Système de filtrage de données de la revendication 1, dans lequel :

   un degré positif faux et un degré négatif faux sont associés au premier filtre (106) pour le filtrage des messages ; et

   le second filtre (108) pour le filtrage des messages étant évalué selon le degré positif faux et le degré négatif faux du premier filtre, les données utilisées pour déterminer le degré positif faux et le degré négatif faux du premier filtre étant utilisées pour déterminer un nouveau degré positif faux et un nouveau degré négatif faux associés au second filtre en fonction du seuil, étant précisé que le système de filtrage de données est apte à employer le second filtre à la place du premier si un seul existe pour le second filtre de telle sorte que le nouveau degré positif faux et le nouveau degré négatif faux sont ensemble meilleurs que le degré positif faux et le degré négatif faux du premier filtre.

17. Système de la revendication 16, le degré positif faux et le degré négatif faux étant déterminés selon des messages qui sont marqués comme messages poubelles et messages non poubelles par l’intermédiaire d’un traitement de correction par l’utilisateur.

18. Système de la revendication 17, le traitement de correction par l’utilisateur comprenant l’annulation d’une classification initiale d’une message, laquelle classification initiale est réalisée automatiquement par le premier filtre lors de la réception du message.

19. Système de la revendication 16, le degré positif faux et le degré négatif faux étant dérivés du contenu de l’un au moins des messages.


21. Système de la revendication 16, le système de filtrage de données étant apte à employer le second filtre (108) quand le nouveau degré positif faux est plus mauvais que celui du premier filtre (106).

22. Système de la revendication 16, le degré positif faux et le degré négatif faux étant déterminés après que parmi un nombre prédéterminé de messages poubelles et non poubelles, au moins un message a été établi et qu’une durée prédéterminée s’est écoulée.

23. Système de la revendication 16, le seuil étant sélectionné à partir de plusieurs valeurs de seuil générées, et les valeurs de seuil sélectionnées étant déterminées grâce au choix d’une valeur de seuil moyenne parmi des valeurs de seuil admissibles et/ou d’une valeur de seuil avec le degré positif faux le plus bas et/ou d’une valeur de seuil qui maximise l’utilité espérée de l’utilisateur sur la base d’une fonction d’utilité p*.

24. Système de la revendication 16, le seuil étant sélectionné parmi plusieurs valeurs de seuil et le système de filtrage de données étant apte à employer le second filtre (108) seulement si le nouveau degré positif faux et le nouveau degré négatif faux sont meilleurs que le degré positif faux et le degré négatif faux du premier filtre (106) au niveau de ce seuil.

25. Système de la revendication 16, comprenant aussi plusieurs filtres secondaires, parmi lesquels le second filtre (108), le système étant apte à employer l’un au moins des filtres secondaires à la place du premier filtre si un seul existe pour le ou les filtres secondaires de telle sorte que le nouveau degré positif faux et le nouveau degré négatif faux sont ensemble meilleurs que le degré positif faux et le degré négatif faux du premier filtre (106).

26. Système de la revendication 25, les filtres secondaires comprenant M filtres, M étant un nombre entier, le système sélectionnant un filtre Mi à la place du premier filtre (106) pour un message particulier, et sélectionnant un filtre M2 à la place du premier filtre pour un autre message.

27. Système de filtrage de données de la revendication 16, comprenant aussi des moyens pour recevoir des messages.

28. Système de filtrage de la revendication 1, comprenant aussi :

   une interface de filtre (400) apte à communiquer avec un système de configuration pour configurer un filtre ;

   au moins une entrée de l’interface de filtre pour recevoir des informations de configuration de filtre;
tre pour configurer le filtre ; et
au moins une sortie de l’interface de filtre pour
enregistrer les informations de configuration de
filtre dans le système de configuration pour gé-
nérer.

29. Système de filtrage de la revendication 28, dans le-
quel l’interface est apte à enregistrer les informations
de configuration de filtre en vue d’un traitement afin
de générer un filtre de message mis à jour.

30. Système de filtrage de la revendication 28, dans le-
quel l’interface est apte à fournir plusieurs niveaux
de filtre aptes à être sélectionnés par l’utilisateur, qui
comprennent par défaut et/ou amélioré et/ou exclu-
sif.

31. Système de filtrage de la revendication 28, compre-
nant aussi une interface de boîte aux lettres d’uti-
lisateur (420) pour faciliter le marquage d’un message
comme message poubelle.

32. Système de filtrage de la revendication 31, l’interface
de boîte aux lettres d’utilisateur facilitant l’accès à
un dossier de courrier poubelle et/ou à un ancien
dossier de courrier poubelle.

33. Ordinateur comprenant le système de la revendica-
tion 1.

34. Réseau comprenant le système de la revendica-
tion 1.

35. Appareil informatique portable comprenant le systè-
me de la revendication 1.

36. Appareil de la revendication 35, constitué par l’un
des appareils suivants : un assistant numérique per-
sonnel, un téléphone ou un ordinateur portable.

37. Procédé de filtrage de données à utiliser dans un
système de filtrage de données comprenant :
au moins un premier filtre (106) et un second
filtre (108) ;
le procédé comprenant les étapes qui
consistent :

à déterminer (306) des premières données
de pertinence du premier filtre ;
a soumettre à un apprentissage (308) le se-
cond filtre en utilisant les premières don-
nées de pertinence ;
da déterminer (310) des secondes données
de pertinence du second filtre en fonction
d’un seuil ; et
à employer (316) le second filtre quand une
valeur de seuil prédéterminée est atteinte.

38. Procédé de la revendication 37, le second filtre étant
employé en combinaison avec le premier filtre (106)
et/ou à la place du premier filtre.

39. Procédé de la revendication 37, le second filtre (108)
estant employé quand le second degré de pertinence
est au moins le même que le premier degré de per-
tinence.

40. Procédé de la revendication 37, les premières don-
nées de pertinence et/ou les secondes données de
pertinence comprenant un degré positif faux et un
degré négatif faux.

41. Procédé de la revendication 37, les premières don-
nées de pertinence et les secondes données de per-
tinence étant déterminées sur la base d’un texte de
courrier électronique et/ou d’un contenu de message
electronique.

42. Procédé de la revendication 37, le premier filtre (106)
etant un filtre de départ dérivé du traitement d’autres
données de courrier électronique d’utilisateur.

43. Procédé de la revendication 37, les premières don-
nées de pertinence étant déterminées selon un tra-
tement de correction par l’utilisateur (304) lors du-
quel un utilisateur examine les données, constituées
par un message électronique, et marque le message
electronique comme message poubelle ou comme
message non poubelle.

44. Procédé de la revendication 37, le traitement de cor-
rection par l’utilisateur comprenant l’annulation
d’une classification initiale du message électronique,
laquelle classification initiale est réalisée automati-
quement par le premier filtre quand le message élec-
tronique est reçu.

45. Procédé de la revendication 37, comprenant aussi
l’emploi du second filtre (108) quand la valeur de
seuil qui est utilisée pour générer le second filtre est
au moins aussi efficace que le premier filtre (106)
sur la base d’une fonction p* dans laquelle N est égal
to au moins vingt.

46. Procédé de la revendication 37, les premières don-
nées de pertinence étant déterminées selon une sè-
rie de données prédéterminées dont on sait avec un
degré de certitude élevé qu’elles sont correctes.

47. Procédé de la revendication 46, la série de données
prédéterminée comprenant un message qui est mar-
qué par l’utilisateur comme message non poubelle
et/ou un message qui est lu et effacé par l’utilisateur
et/ou un message qui est envoyé par l’utilisateur
et/ou un message auquel l’utilisateur répond.
48. Procédé de la revendication 37, les premières données de pertinence étant déterminées par une valeur de probabilité qui est reçue à partir d’un filtre calibré, laquelle valeur de probabilité est utilisée pour estimer un degré positif faux des premières données de pertinence.

49. Procédé de la revendication 37, comprenant aussi la production d’une valeur d’espérance sur la base des premières données de pertinence.

50. Procédé de la revendication 49, qui emploie le second filtre (108) seulement si le nombre réel de corrections par l’utilisateur est au moins le même que la valeur d’espérance.

51. Procédé de la revendication 37, comprenant aussi les étapes qui consistent :

à déterminer un degré positif faux et un degré négatif faux associés à un filtre de départ (106) ;
à soumettre à un apprentissage un nouveau filtre (108) en utilisant des données de départ associées au filtre de départ, les données de départ étant utilisées pour déterminer un nouveau degré positif faux et un nouveau degré négatif faux du nouveau filtre en fonction du seuil ; et
à employer le nouveau filtre à la place du filtre de départ si un seuil existe pour le nouveau filtre de sorte que les nouveaux degrés positif faux et négatif faux sont ensemble considérés comme étant meilleurs que le filtre de départ.

52. Procédé de la revendication 51, qui génère en partie les données de départ sur la base d’un étiquetage des messages comme messages poubelles et messages non poubelles par l’intermédiaire de l’emploi d’un traitement de correction par l’utilisateur.

53. Procédé de la revendication 51, le traitement de correction par l’utilisateur comprenant l’annulation d’une classification initiale du message, laquelle classification initiale est réalisée automatiquement par le filtre de départ (106) recevant le message.

54. Procédé de la revendication 51, comprenant aussi la dérivation des données de départ à partir du contenu d’un message électronique.

55. Procédé de la revendication 51, comprenant aussi la dérivation des données de départ à partir du contenu d’autres messages électroniques de l’utilisateur.

56. Procédé de la revendication 51, comprenant aussi l’emploi du nouveau filtre (108) quand le nouveau degré positif faux est plus mauvais que celui du filtre de départ (106).

57. Procédé de la revendication 51, comprenant aussi l’étape qui consiste à déterminer le degré positif faux et le degré négatif faux après que parmi un nombre prédéterminé de messages poubelles et/ou de messages non poubelles, au moins un message a été étiqueté et qu’une durée prédéterminée s’est écoulée.

58. Procédé de la revendication 51, qui emploie le nouveau filtre si le nouveau degré positif faux et le nouveau degré négatif faux sont ensemble considérés comme meilleurs que celui du filtre de départ au niveau d’un réglage de seuil actuel et si une valeur pondérée est d’au moins zéro.

59. Procédé de la revendication 58, qui augmente la valeur pondérée quand la performance du nouveau filtre (108) est meilleure au niveau du réglage de seuil actuel qu’au niveau d’un réglage de seuil non actuel, lequel réglage de seuil non actuel est constitué par un seuil autre que le seuil actuel, et qui réduit la valeur pondérée quand la performance du nouveau filtre est plus mauvaise au niveau du réglage de seuil actuel qu’au niveau du réglage de seuil non actuel.

60. Support lisible par ordinateur pour stocker un programme qui, quand il sera exécuté sur un ordinateur, réalisera toutes les étapes du procédé des revendications 37 à 59.
FIG. 1

FIG. 2
Start

Provide First Filter (FF) & Second Filter (SF)

Automatically Filter Incoming Messages According to FF Settings

Review Message(s) - Perform User Correction Method

Determine FF Accuracy Rate Using False Positive (FP) and False Negative (FN) Rates Generated During Message Review

Train SF Using User-Corrected Data

Using User-Corrected Data, Determine FP and FN Rates of SF as a Function of Threshold

Determine Threshold of SF

Accuracy_{SF} Better Than Accuracy_{FF}?

Use SF

Use Existing FF

FIG. 3
FIG. 7
FIG. 8
REFERENCES CITED IN THE DESCRIPTION

This list of references cited by the applicant is for the reader’s convenience only. It does not form part of the European patent document. Even though great care has been taken in compiling the references, errors or omissions cannot be excluded and the EPO disclaims all liability in this regard.

Patent documents cited in the description

- GB 2350747 A [0008]
- US 6023723 A [0009]