COMPRESSED MERGING OF RASTER IMAGES FOR HIGH SPEED DIGITAL PRINTING

MISCHUNG VON KOMPRIMIERTEN RASTERBILDERN IN EINEM DRUCKSYSTEM

FUSION DE TRAME-IMAGES COMPRIMEES DANS UN SYSTEME D'IMPRESSION

DEBAERE, Eddy, H.
B-9800 Deinze (BE)

DEPUYDT, Lieven, W.
B-8500 Kortrijk (BE)

VLIETINCK, Jan, J.
B-9000 Gent (BE)

NOTREDAME, Paul, H.
B-9032 Wondelgem (BE)

DEBAERE, Eddy, H.
B-9800 Deinze (BE)

DEPUYDT, Lieven, W.
B-8500 Kortrijk (BE)

VLIETINCK, Jan, J.
B-9000 Gent (BE)

NOTREDAME, Paul, H.
B-9032 Wondelgem (BE)

Note: Within nine months from the publication of the mention of the grant of the European patent, any person may give notice to the European Patent Office of opposition to the European patent granted. Notice of opposition shall be filed in a written reasoned statement. It shall not be deemed to have been filed until the opposition fee has been paid. (Art. 99(1) European Patent Convention).
BACKGROUND OF THE INVENTION

Field of the Invention

[0001] This invention relates to digital printing of pages containing variable information, with unrestricted variability from page to page. More particularly this invention relates to a method and an apparatus for merging a plurality of compressed data, the merging being carried out without decompressing the data.

Description of the Problem

[0002] Recent digital printing devices have made it possible to print page sequences where each printed page is completely different from the previous one. This is of particular importance in the production of personalized printed matter, e.g., for direct mailing purposes. Such a system for printing personalized multi-page documents should have the following features:

• the possibility to store parts of those documents for reuse in other documents as page elements;

• an as good as unlimited number of pages in those documents (up to several hundreds of pages);

• no inherent restrictions to the amount of personalized data per page; and

• a high degree of freedom in the design of the personalization (a large number of regions, overlapping regions, etc.)

[0003] Such a printing system can be conceptually described as a page element based printing system: a document is created from pages, and each page is created from a number of elements stored in the system in a compressed raster form. In a typical workflow in which the present invention may be used, a prepress system produces the overall description of pages and of the graphical data elements which are the page elements.

[0004] A page is typically described using a page description language ("PDL") such as the PostScript® PDL and "PDF®" by Adobe Systems, Inc., Mountain View, California, HP PCL by Hewlett-Packard, Inc., Palo Alto, California, or by a format such as GRO™ ("GRaphics Objects"), the native internal format used by Barco Graphics NV, Gent, Belgium, the assignee of the present invention. A PostScript file for instance contains a sequential list of commands, which, when interpreted, generate graphical objects such as line work (including text), CT images, paths (a set of vector or spline segments that describe a shape or set of line segments), bounding boxes ("invisible" rectangles that define the boundaries of an object), etc. Paths may have attributes such as stroke and fill, and may define, among other things, bounds of objects, objects themselves, and clipping masks which, when associated with an object, define which part of the object is visible. Such concepts would be well known to those of ordinary skill in the art. PostScript interpreting typically generates a display list of objects, and these objects normally are rasterized prior to printing or display. In the same way a display list of objects can be generated by interpreting page description files in other page description languages. The combined interpreting of the PDL and rasterizing is referred to as raster image processing ("RIPping") and the software and/or hardware system for carrying this out is called a raster image processor ("RIP").

[0005] The system driving the print engine must generate a data stream at the speed of the print engine. This means that the data rate of the system is very high, and fully dictated by the imaging speed and the resolution of the printing devices. The Xeikon DCP 32D (Xeikon NV, Mortsel, Belgium), for instance, prints full duplex cyan, magenta, yellow and black ("CMYK") sheets of A4 size at 600 dots per inch and with 4 bits per spot per separation, at a speed of 35 duplex (i.e., double sided) sheets per minute. The output bandwidth necessary to drive this device is over 80 Mbytes per second. If we assume a 50% overlap of the variable objects with the background master object, the raster image bandwidth must be at least 120 Mbytes per second. The I/O bus bandwidth needed is the sum of the input and output bandwidth, plus the bandwidth needed by the merge process and other processes. So the I/O bus bandwidth of the computer system must be more than 200 Mbytes per second, which is well beyond the reach of the standard computer systems that are available today. In the near future even faster printing devices will become available. In the last few years, the increase in data rates of printing devices has outpaced the increase in available affordable computing power.
Description of prior art

The Barco Graphics PrintStreamer I

[0006] The Barco Graphics PrintStreamer I (Barco Graphics NV, Gent, Belgium, the assignee of the present invention) is a dedicated hardware system containing one computer board per printing device print head, where each board is connected to its own redundant array of independent disks (“RAID”) unit. The post RIPed rasterized and screened pages are stored on those disks in a run length encoded (“RLE”) compressed form. At print time one “master” background element can be combined with one “variable” foreground element with exactly the same bitmap size. Both elements are fully decompressed before merging.

[0007] The disadvantage of such a system is limited flexibility in the design of the personalized data: there cannot be multiple “variable” elements, covering different parts of multiple “master” elements on one page. This existing system also is not very scaleable, and it is not clear how well it could be adapted to drive faster print engines.

[0008] The Barco Graphics PrintStreamer I is an example of a restricted type of variable data system that has the concept of a master page design and variable data, and this is illustrated in Figure 2(a) which is labeled prior art. Master page 211 is designed, and variable components are merged over master 211. Two instances of variable data V1 and V2 denoted 213 and 219, respectively, are shown. The merged result 215 is shown for the case of merging 213 (V1) with master 211 and the merged result 217 also is shown, this the case of merging 219 (V2) with master 211. A desirable more flexible arrangement is shown in Figure 2(b), which is not prior art. In this second arrangement, the concept of “fixed” and “variable” no longer exists, although it certainly can be accommodated. Any element can be printed as a page (or subpage), or any element can be merged with other elements to create a new page. The order of merging and the mode of merging (overprint, knockout, etc.) determines what the final page looks like. In the simple example of Figure 2(b), elements 201, 203, and 207 are to be combined, 201 first, then 203 and then 207. In such a case, the final merged image is the image denoted 205.

Compression of RIPed Data

[0009] One way to overcome the bandwidth problem is to compress the RIPed data before storing and transmitting the data to the printing device. With a compression factor of 10 or higher, the bandwidth becomes manageable with software running on a typical computer system. The problem with raster images is that they contain two kinds of objects with totally different characteristics: 1) line work data (“LW”) for text, logos, graphs, block diagrams, etc., and 2) continuous tone (“contone,” “CT”) data for pictures, blends, etc. Because the characteristics of these two types of data are totally different, the typical compression scheme used for these kinds of data is different too. The following table summarizes the characteristics and the compression schemes typically used today:

<table>
<thead>
<tr>
<th>Characteristics</th>
<th>CT</th>
<th>LW</th>
</tr>
</thead>
<tbody>
<tr>
<td>Resolution</td>
<td>300 dpi typical</td>
<td>Output device resolution (600 dpi or higher)</td>
</tr>
<tr>
<td>Preferred Compression Method</td>
<td>Lossy compression, e.g., JPEG, etc.</td>
<td>Lossless compression, e.g., RLE, CCITT G3 or G4, etc.</td>
</tr>
<tr>
<td>Characteristics</td>
<td>Low spatial frequency</td>
<td>High spatial frequency (step discontinuities), but with reasonably long run lengths</td>
</tr>
</tbody>
</table>

European Patent Application EP-0 691 784, entitled LOSSY AND LOSSLESS COMPRESSION IN RASTER IMAGE PROCESSOR, Deschuytere, inventor, and US patent 5,239,625 (Aug. 24, 1993), entitled APPARATUS AND METHOD TO MERGE IMAGES RASTERIZED AT DIFFERENT RESOLUTIONS, Bogart et al., inventors, describe separating LW data from CT data in the RIP, and handling both data streams separately. The problem with the Deschuytere patent is that halftone line work is handled as CT data. The quality loss in the halftone LW data due to the Joint Photographic Expert Group (“JPEG”) compression used for CT is unacceptable in most high end applications. In the Bogart et al. Patent, each job has to be RIPed twice, once to generate the line work bitmap and once to generate the contone bitmap. In most work flows, RIPing already is a bottleneck, so RIPing twice is unacceptable.

Merging of Variable Data at Print Time.

[0011] The number of vendors that sell printing systems that actually handle variable data after RIPing presently
[0012] The flexibility of the Herregods et al. system is limited: the system cannot print personalized documents in collated order, as the system cannot deliver the bandwidth required to refresh the master bitmap at the speed of the printing device. Also, master and variable data are combined with special operators in the PostScript file, so object reuse in different jobs is as good as impossible. It would be advantageous to have a method where there is not necessarily a link between the different page elements that make up a final page until actual merging, so different elements can come from different page description files, may be generated using different prepress packages, etc.

**Merging of Compressed Data**

[0013] The combination of different page elements into a single page is typically performed by first decompressing the different page elements, combining them and then possibly compressing the complete page again. Since decompression is compute-intensive, this often precludes a pure software solution for the combination performed to send it in real-time to a high speed digital printer. An additional problem with decompressing prior to merging is that the amount of data to be combined increases significantly, placing strain on memory bandwidth which again may preclude a pure software solution. That is, the decompression before combination of the different page elements has the disadvantage that it requires a lot of storage space and a high bandwidth for data transmission.

[0014] It would therefore be advantageous to have a method and apparatus for merging different page elements, the page elements being compressed, the merging being carried out substantially without decompressing the data, thus saving computing time as well as storage space. US-A-4 493 049 discloses a method and apparatus for preparing a plurality of page elements to be combined on a page. The page elements are first rasterised and compressed and then stored in compressed form. The compressed elements are then selected and merged in compressed form to result in compressed rasterised page. Before printing the page is decompressed. It is known also in another field: motion video, where there is a need to simultaneously receive multiple motion videos from different sources and display them on a single screen via a set of overlaid video windows. U.S. Patent 5,257,113, (October 26, 1993), entitled **VIDEO MIXING TECHNIQUE USING JPEG COMPRESSED DATA**, Chen et al., inventors, describes a method and apparatus for displaying a plurality of video windows (e.g., 30 frames/sec NTSC or 25 frames per second PAL) on a display screen, wherein the data for the windows are mixed in the compressed data domain. All the operations are performed on 8×8 DCT blocks. Chang and Messerschmitt also target broadcasting and video conferencing in their publications on the manipulation of JPEG and MPEG compressed images in the DCT domain (see "Manipulation and compositing of MC-DCT compressed video," IEEE Journal on Selected Areas in Communications, vol. 13, no. 1, January 1995). In the Chang and Messerschmitt publication, formulas are presented for opaque (*i.e.*, knockout) and semi-transparent (*i.e.*, with an alpha channel) combining of compressed images on a block-by-block basis, and on a pixel-by-pixel basis, all in the DCT domain. They also describe how one can shift a DCT compressed image over a number of pixels, if the additional degradation is acceptable in the output stage. The Chen et al. patent and the Chang and Messerschmitt publication are directed towards motion video, so do not describe the steps and/or apparatus that are needed to effectively use these ideas for real time printing. Such additional steps and apparatus would not be clear to one in the art. The computational complexity of the Chang and Messerschmitt formulae for pixelwise merging is too high for the printing application, so there also remains a need for a different technique for pixelwise knockout overlap. In addition, for the printing application, it is advantageous to be able to rapidly merge objects of any arbitrary shape, as described, for example, by a graphic arts clipping mask, a requirement the prior art does not really address. The prior art also does not describe how one would speed up merging of DCT encoded data by means that enable one to quickly locate DCT blocks at any position. There also remains a need in the art for mechanisms to enable one to maintain optimal image quality, to keep up with the press, and to batch merge some parts of a page in advance if a page is too complex.

[0015] Thus these prior art techniques are not usable for the present printing application, and there is no suggestion
in the prior art as to how to adapt these prior art techniques for the printing application.

[0016] Thus, in combining page elements for rapid printing, there is a need for a method and apparatus that performs the combining substantially in the compressed domain, while being able to accurately geometrically align the elements. There also is a need to be able to merge variable elements of arbitrary shape.

SUMMARY OF THE INVENTION

[0017] One aspect of the invention is a computer implemented method for merging page elements into pages, according to claim 1. The method is flexible in that, while it may be implemented as hardware, in a described preferred embodiment it is implemented on a standard computer system, and may so be implemented on a range of computer systems. The ability of the method to keep up with fast digital color printing systems is a result of the data remaining essentially compressed in all the stages of the merge method until final decompression of merged pages for printing.

[0018] One embodiment disclosed is a method of generating one or more pages for a digital printing press, the method including the steps of preparing a plurality of page elements, each preferably defined as page description language files. Multipage page description files may optionally be used to generate a series of page elements. Ink properties (knockout, overprint, etc.) are included to enable the overlap of different page elements. A technique for defining non-rectangular page elements contains using a transparent white background. Another step is rasterizing (RIPing) and compressing the page elements at the resolution of the output device to form compressed page elements. The compressed page elements are stored in a page element store, which may be implemented in one (or more) of many ways, including as a disk store, a random array of independent disks (RAID) system, a fast optical store, etc.

[0019] In the method, a merge script (page layout script) is created describing one or more pages by specifying the page elements, and their attributes, including position, margins, overprint order and merge mode (overprint, knockout, overprint based on ink properties, transparency, etc.). Theoretically there is no limit on the number or size of elements included on any page.

[0020] For each page, the page elements that are included in the page are merged according to the page layout script, the merging generating compressed image data that represents the page, the merging step essentially occurring in the compressed domain. That is, during the merge process, the page elements remain compressed, except that occasionally some boundary pixels may need to be decompressed, when very accurate positioning and arbitrary shaped object masks are included. The compressed image data generated by merging is decompressed into raster image data, and the raster image data printed on the output device (the digital printing press). The steps merging, decompressing and printing are repeated for each page that has to be printed.

[0021] An embodiment of the method is that there is not necessarily a link between the different page elements until the moment that they are brought together according to the merge script, so different elements can come from different page description files, may be generated using different prepress packages, etc.

[0022] In another embodiment, the page elements in the above method include line work data. In yet another aspect, the page elements include CT data. In another aspect, the CT data has associated with it mask data to define a mask around the CT data. In yet another aspect, the page element includes LW data, CT data and mask data. For the latter situation, an embodiment of the method for generating one or more pages for a digital printing press is disclosed which includes in the RIPing step separating the line work data and the CT data, compressing the rasterized line work data using a line work compression method to form compressed line work page element data, and compressing the rasterized CT data using a CT compression method to form compressed CT page element data, the compressed page element thus including the compressed line work page element data, the compressed CT page element data and the mask data. In one embodiment, a CT selection mask is generated, compressed and included in the compressed page element, the CT selection mask referring to the pixels in the page element so that each pixel in the page element can be identified as a LW or CT pixel.

[0023] In the disclosed implementation, the merging of compressed page elements includes merging the mask data, merging the compressed line work page element data of all the page elements to form compressed merged line work data, and merging the compressed CT page element data of all the page elements to form compressed merged CT data. The merged mask data, compressed merged line work data and compressed merged CT data are in the compressed image data. The compressed merged line work data and the compressed merged CT data are decompressed and combined into the raster image data.

[0024] In one embodiment, the merged mask data is a merged CT selection mask and the combining is selecting pixels for printing from the decompressed linework or decompressed CT data according to the value of the merged CT selection mask for the pixels.

[0025] In one embodiment disclosed, the line work compression method is a run length encoding method (RLE) and the CT compression method is a block based method. One such block based method is JPEG which works on 8*8 blocks.

[0026] As a refinement, in another aspect disclosed, additional data is added to the compressed page elements, the
One embodiment of the invention enables rapid merging by ensuring that the relative positioning of CT data is on the boundaries of the blocks defined by the CT compression method (the CT blocks). An embodiment of the method is disclosed which includes repositioning the CT page element so that merging occurs on CT block boundaries.

In yet another aspect, the line work resolution differs from the CT resolution and is at the resolution of the digital printing press.

In another embodiment of the invention, the CT compression method is JPEG and uses a set of one or more quantization tables each table corresponding to a compression quality. In a particular embodiment, the tables in the set of quantization tables are related to each other by a set of relationships so that any re-quantization is computationally efficient using one of the relationships.

One embodiment of the invention is an apparatus for merging page elements into compressed merged data according to claims 26. An embodiment of an apparatus is disclosed which comprises a first storage device where page elements are stored in a compressed format. A second storage device is included; a page composition script is stored in it. This page composition script specifies the identifiers, positions and printing order of selected page elements which are to be included in the compressed merged data to be formed. On the basis of what is specified by the page composition script, a merge system retrieves compressed data of the individual page elements stored in the first storage device, and merges them according to the page composition script into compressed merged data, the merging substantially in the compressed domain so that substantially no decompression takes place.

In one preferred embodiment, the first storage device is a RAID system, and the second storage device is a disk drive. In another preferred embodiment, at least one of the storage devices is a memory. The merge system may be implemented as software running on a processor, or a piece of hardware circuitry, which may include a separate processor, for carrying out the function. If the merging means include a processor and a memory, said memory includes a set of computer instructions running on said processor. This set of computer instructions causes the processor to read the page composition script and to retrieve the page elements as specified in the page composition script. Decompressing means also may be added, and implemented as software running on a processor, or as a piece of hardware circuitry, which may include a separate processor, for decompressing the compressed merged data in order to have it printed. If the decompressing means include a processor and a memory, the memory includes a set of computer instructions running on the processor. This set of computer instructions causes the processor to decompress the compressed merged data. In cases when different compression methods are used for line work data and CT data which is included in one or more of the page elements, in one embodiment, the merging means is duplicated, and in another the merging means has two operating modes, depending on the encountered format.

Another aspect of the invention is a complete system for merging and printing data on a printing apparatus, according to claim 31. One preferred embodiment disclosed for the complete system includes a RIP (and compressor) used to form compressed CT and compressed line work data from page element files to generate compressed page elements which include the compressed CT and compressed line work data. The RIP preferably but not necessarily produces pixel data which is unscreened, and separated into the printing colors, for example CMYK. The system disclosed also includes a page element store in which these compressed page elements are stored, and in one embodiment, the element store is a RAID subsystem. Which page elements are merged into which page elements and the location of each element on the page is determined by a page layout script which is stored and interpreted by a merge system. The disclosed merge system embodiment includes a read subsystem for retrieving the required page elements from the page element store into a page element cache, and a merger for merging line work compressed data and CT compressed data, the merger obtaining the line work compressed data and CT compressed data from the page element cache. The cache preferably is a memory. The merger merges selected page elements according to the page layout script, the merging substantially in the compressed domain, to generate compressed page data which includes final line work compressed page data and final CT compressed page data. The disclosed merge system
embodiment includes a decompressor which decompresses the final line work and CT compressed page data to generate complete decompressed LW page data and complete decompressed CT page data, respectively. These decompressed complete pages are combined into a single final page in a combiner/screener, which also screens the page data. The screened page data is fed to the print heads of the printing apparatus at the rate required by the print heads of the printing apparatus.

The preferred embodiments of the method and apparatus of the present invention have been described assuming, as an example, JPEG compression for CT data and RLE for line work. The method and apparatus disclosed are not restricted to these particular compression formats. They can be used with any compression format as long as the format allows insertion of bitstreams representing compressed image representations into a similarly formatted bitstream. Where these bitstreams should be inserted can then be specified by a marker (when the compression format allows) or a pointer (kept separate from the format).

BRIEF DESCRIPTION OF THE DRAWINGS

Figure 1 is a block diagram of a typical computer system in which the present invention may be embodied;

Figure 2(a) illustrates a technique of a master page onto which a variable page (two instances are shown) may be merged. The merged result is the page with variable element V1 merged in one case, and the page with variable element V2 merged in another case; Figure 2(b) illustrates an example of using a flexible technique applied to three page elements which are merged, resulting in a merged image. There is no concept of a fixed master page onto which variable elements are merged, although these concepts may be accommodated;

Figure 3 illustrates a simplified example of two CT page elements to be merged;

Figure 4 illustrates a data stream consisting of compressed block representations each preceded by a restart marker ("RST");

Figures 5(a) and 5(b) show aligning block boundaries of CT images for merging according to one aspect of the invention;

Figures 6(a) and 6(b) illustrate enlarging a CT image prior to merging according to another aspect of the invention;

Figure 7 shows a data stream where only a selection of the compressed block representations is preceded by a marker according to yet another aspect of the invention;

Figure 8 shows an example of run length coded line work data before and after merging according to another aspect of the invention;

Figures 9(a)-(e) show an example of a page element and the structures stored in a page element file according to one embodiment of the invention. Figure 9(a) shows the example of a page element, Figure 9(b) shows the CT data of the element of Figure 9(a), Figure 9(c) shows the CT validity mask for the CT data in the element of Figure 9(a), Figure 9(d) shows the LW data of the element of Figure 9(a), and Figure 9(e) shows the CT selection mask which is included in the LW data of the element of Figure 9(a);

Figure 10 shows a typical system for document production which includes an embodiment of the present invention;

Figure 11 shows three threads interacting, the threads being part of the rapid merge system in one embodiment of the invention;

Figure 12 shows an embodiment of the rapid merge system in greater detail;

Figure 13 shows the structures set up in memory for the page element cache, the page element instance array, the page element array and the page description array according to one embodiment of the invention; and

Figure 14 is a block diagram of an apparatus according to an aspect of the invention.
DESCRIPTION OF THE PREFERRED EMBODIMENT

Description of the Complete System

[0036] The described invention can be used as part of a complete system for a printing factory based on a digital printing press. An example of such a system is illustrated as 1001 in Figure 10. Following is a general description of the components of such a system and of the interactions between those components. Following the general description, the main components of one embodiment of our invention, shown as rapid merge system 1003 inside the dashed box, are described in full detail.

[0037] Figure 10 is the starting point of the description of our preferred embodiment, and is by no means the only possible configuration, or the only way element 1003 may be used in a complete system.

The Prepress Workstation 1005

[0038] Three workstations denoted as 1005 are shown in Figure 10, all connected to a local area network ("LAN") 1007. More or fewer workstations may be part of the system. Workstation 1005 may be standard computers, and may contain several software modules, including standard prepress software such as Adobe Photoshop and/or Adobe PageMaker, by Adobe, Inc. of Mountain View, California, and/or QuarkXpress, by Quark, Inc.; of Denver, Colorado. After an overall document, called a book, is designed, such standard prepress software is used by a designer to create the different individual page elements of the pages of the book, each individual element designed as if it was an individual page. The page element data are then sent to a RIP system as if the designer were using a standard printer. Thus some of these page element pages might be very small—the dimensions of the particular page element.

[0039] The overall design of a book is specified by the designer in a page layout script. The structure of the page layout script will be described in more detail later in this description. For database printing where many different instances of some elements act as variable elements, a user designs templates for the layout of the document, and special software is used to generate instances of the actual pages as page elements. This software generates, for the case of "variable" data, a set of pages, each individual page being a particular instance of the page element which takes on the variable data. Note that to the system, there is no notion of "variable data" or a "master" as in prior art systems such as the Barco Graphics PrintStreamer I. In our new system which embodies some aspects of the present invention, all page elements are "equivalent" in the way they are processed. The ordering and merge mode of such elements define how the final page looks.

[0040] Note that two RIP systems 1009 are shown connected to LAN 1007 in the system of Figure 10, and more or fewer RIP systems can be used, or the RIP system may be part of workstation 1005, or part of the computer system used to embody the rapid merge system 1003. Each printer driver in the workstation software modules used for design generates an object description in a standard PDL such as Adobe PostScript or Adobe PDF, or the printer driver can output to a proprietary PDL such as HP PCL or GRO. The only requirement in our preferred embodiment is that the PDL enables the RIP 1009 used for RIPing such a PDL to distinguish LW data from CT data. However there is a lot more flexibility in the page design if the PDL also enables the RIP 1009 to distinguish overprinting colors from masking colors, and a masking white color from an empty background, so that the RIP 1009 can encode overprint information in the page elements. Such is the case in the preferred embodiment.

[0041] Thus, the designer designs individual page elements as PDL files. In general, these may be single page or multipage PDL files. For example, multipage PDL files preferably are used for "variable" data elements, "variable" in the sense that there is a common design thread that may take on different values in different instances. In such a case, each page may be a different instance. Multipage PDL files are treated as an array of elements, where each element (page) can be accessed individually. Consider, for example, a personalized form letter to be used in a sales promotion. One of the elements of such a design might be the signature of the author of such a letter, and the letter may be used (signed) by one of several salespeople. The signature element might for this example be designed as a multipage PDL file, each page being the size of the largest possible signature to be printed, each page containing the signature of a particular salesperson. If this file is called Salesman_signature, then one such signature, say the 25th, would be referred to as Salesman_signature [25]. Recall that in the preferred embodiment, there is really no concept of a master page and variable elements; all page elements are equivalent, and the order of type of merging defines the final appearance. Multipage PDL files are simply a convenient way of dealing with a set of elements.

The RIP System 1009

[0042] The page element descriptions (in the form of single or multi-page PDL files) are sent to one or more Raster Image Processing ("RIP") systems 1009. Figure 10 shows this sending being via LAN 1007, and clearly this is not the only configuration possible. Once the data is received, in our preferred embodiment RIP 1009 separates LW data from
CT data. CT data is compressed with the JPEG algorithm. The JPEG format allows any encoded block to be preceded by a special 16-bit aligning marker (also called restart marker) denoted RST. This 16-bit aligning marker eases the searching across a JPEG bitstream; one searches for the special 16-bit RST value, comparing each 16-bit word of the bitstream. In our preferred embodiment, the JPEG data is enriched with restart markers so that the merge system can quickly locate any (x, y) position in the compressed raster image. To put a RST marker before every block would deteriorate our compression ratio considerably. So, in the preferred embodiment, at RIP time, RST markers are added every number, say n, of blocks, and at merge time RST markers are added at the boundaries of objects if necessary. This is described in more detail further on. The CT resolution may be the same or lower than the device resolution. For our implementation for the above mentioned Xeikon printing device which prints at 600 dots per inch (dpi), CT data has a resolution of 300 dpi.

CT validity mask: The CT validity mask is a binary mask at CT resolution that flags which CT pixels contain valid data. This enables our merge system to more quickly merge CT data of overlapping elements, if the 8*8 pixel blocks with valid CT data don't overlap. The CT validity mask can help reduce artifacts of the lossy compression and speed up CT merging by validating certain CT covered by LW. (e.g., CT covered by text is validated; see Figure 9). The CT validity mask can have an arbitrary boundary, it can be made up by disjoint domains that can have any shape. Validating CT under certain LW reduces the validity mask boundary and hence reduces CT merging complexity. Compression artifacts are also reduced because of the fewer boundaries between distinct CT, after CT merging. These otherwise could introduce ringing artifacts due to lossy compression. One simply uses the CT validity mask to indicate which existing CT pixels are not valid. Thus, the CT validity mask is stored as 8*8 blocks of pixels, a special code is used for a block in which all 64 pixels are valid and another code for the case of all 64 blocks invalid. Successive rows of valid or invalid blocks are compressed with run length encoding (RLE). Other blocks are stored as a 8x8 bitmaps. Also, preferably, the CT validity mask is extended beyond the CT selection mask so that it follows the 8*8 JPEG block boundaries of the CT data.

LW data: LW data is compressed with an RLE algorithm, the data header containing a table with the offset to the start of each line in the stream so that, again, the merge system can locate any pixel quickly. The LW resolution preferably but not necessarily is equal to the output printing device resolution, which for the Xeikon is 600 dpi. A CT selection mask is a binary mask that enables the decompression system to decide whether an output pixel has to come from the LW data or CT data. The CT selection mask resolution in our system is of the same resolution as the LW data, and is encoded as part of the LW RLE data. Each LW data run thus includes a flag to indicate whether the run is CT or LW (this is the CT selection mask part of the LW data). If LW, the run also includes the color value, and whether the LW data is masking, overprinting, etc.

[0043] A page element normally would contain both LW and CT data, and in such a case, all three data types (CT data, CT validity mask and LW data, which might include an embedded CT selection mask) are stored together as one file. The system designer would design the file structure to enable efficient printing with the particular printing devices to be connected to the system. A design decision made was to split page elements into horizontal strips, each strip having a height of one CT block, i.e., 8 CT pixels. In the Xeikon, since LW is printed at twice the resolution of CT, a strip of LW data thus is 16 pixels high. A subpage in our system consists of a number of consecutive strips, thus at full page width, and with a length chosen so that the amount of memory taken by the subpage can easily be handled by the different buffers in our preferred embodiment. Thus, when a complete page cannot be handled, a subpage is merged at a time. This may happen with such printing devices as the Xeikon, which can print "pages" of several meters in height. Since there is no difference conceptually between a page and a subpage, the term "page" is used herein to include a subpage for the case that subpages only are merged. Another design decision is how to store the separations. In order to allow parallel processing of each of the separations, data is stored separated by separation, and each separation has its own CT validity mask and CT selection mask. This allows not only for parallel processing of each separation separately, but also for having different CT clip and selection masks in each separation. Thus, in our system, a page element is written into one file with the three kinds of data (CT, CT validity mask, and LW) strip and separation interleaved. For example, for a single sided page element of CMYK data, the order the data is written is in the order of printing (the Xeikon print in order Y C M and K):
Figure 9 is an example of one separation of a page element file. The page element 903 as printed is shown in Figure 9(a) and has in it a continuous tone circle 909 with a line work letter T 907 in black on top. The background 905 is transparent and used to indicate the positioning of the visible object relative to the overall page element 903. The components of page element 903 are the CT data 913 shown in Figure 9(b), the LW data 923 shown in Figure 9(c), the CT validity mask 933 shown in Figure 9(d), and the CT selection mask 943 shown in Figure 9(e). CT data 913 includes the CT object designed by the user and the background area 915 in transparent white that the RIP included in the CT data. The boundary of CT area 919 is shown as 911. It should be noted that even though the appearance of the CT object in the page element 903 is circular, the CT object boundary 911 is rectangular. CT validity mask 933 describes what part of the CT data 913 has valid CT information and in general would be smaller than the CT area 919 for the above described reasons. Note that the CT validity mask preferably does not include the area over which the line work "T" occurs in order to reduce the mask's complexity (other implementations certainly may include the T in defining the boundary of the CT). Also note that it is here that the shape of the boundary (circular) is defined. In our implementation, the CT data and CT validity mask are in the CT resolution, 300 dpi, and in Figure 9(d), white are 935 indicates invalid data (mask value 0) and shaded region 939 indicates valid data (mask value = 1). LW data 923 includes the LW object (the "T") designed by the user and the background area 925 in transparent white that the RIP included in the LW data. CT selection mask 943 indicates which pixels are CT data and which are LW data, and is used for final combining of the merged CT data and LW data. White regions 945 and 947 indicate that LW data is to be printed (mask value 0) and shaded region 939 indicates CT data is to be printed (mask value = 1). The CT selection mask is part of the LW data, and hence has the same resolution, 600 dpi in the case of printing to the Xeikon printing device.

The design decisions discussed herein are implementation details and are not limitations of the invention. Other design decisions may have been made that lead to, for example, different ways of representing boundaries of page elements, different data structures for a page element, different file structures, different ways of handling merging, for example as two-dimensional areas rather than strips, or as complete pages (subpages), etc. Thus the implementation details are in no way to be taken as limiting the scope of the present invention.

As discussed further on, there may be situations where the CT validity mask may need to be displaced by at most four pixels. To enable this to happen, in one implementation, the RIP ensures that the objects are larger than the CT selection mask by at least four pixels, and when not the case, enlarges the objects to guarantee this border. In another aspect, when the overall workflow is available, object placement is made so that it always falls on CT block boundaries.

The file comprising all the data for any single page element is then sent to the rapid merge system, denoted 1003, for merging with the other page elements as specified in the page layout script. CT data and LW data are separately merged to generate merged CT and merged LW data, which later is decompressed, combined, and screened. Merging preferably and not necessarily is carried out strip by strip, and separation by separation. A page element is identified by a single file name, and that file includes all the data for that page element. As described earlier, multipage elements also may be used, and are suitable, for example, for describing variable data. These multipage elements...
can be written sequentially into one file, or they can be written each to a separate file using a file name suffix to identify each individual page. The latter mechanism makes page parallel RIPing easier to implement. These are all implementation details, and other ways of implementing may be chosen.

The Rapid Merge System 1003

[0048] Rapid merge system 1003 includes the page element cache 1011, page element storage 1013, and the actual merge system 1015. The preferred embodiment of rapid merge system 1003 is implemented on a computer called the assembler computer herein. In particular, the preferred embodiment of the method of the present invention comprises steps performed by the assembler computer executing a software program, and the preferred embodiment of the apparatus of the present invention comprises the assembler computer or components of the assembler computer including memory loaded with software commands causing the assembler computer to operate in a particular way.

[0049] Figure 1 is a simplified block diagram of a computer system 110 which can be used for the assembler computer in which the present invention may be embodied. The computer system configuration of the assembler computer illustrated at this high level is standard, and as such, Figure 1 is labeled "Prior Art." A computer system such as system 110, suitably programmed to embody the present invention, however, is not prior art. The specific embodiments of the invention are embodied in a general-purpose computer system such as shown in Figure 1, and the remaining description will generally assume that environment. However, the invention may be embodied also in dedicated devices such as printer servers, and printer controllers, and these devices may include many of the elements that also are in a general computer system such as computer system 110.

[0050] It should be noted that prepress workstation(s) 1005 and RIP system(s) 1009 also typically are general purpose computer systems which in general would have the same architecture as that of Figure 1. In some implementations, for example low-cost implementations, RIP system 1009 or even prepress workstation 1005 may be implemented on the same assembler computer as rapid merge system 1003.

[0051] In accordance with known practice, assembler computer system 110 includes a processor 112 that communicates with a number of peripheral devices via a bus subsystem 115. These peripheral devices typically include a memory subsystem 117, a user input facility 120, a display subsystem 122, output devices such as a printer 123, and a file storage system 125. Not all of these peripheral devices may need to be included for all embodiments of the invention.

[0052] In this context, the term "bus subsystem" is used generically so as to include any mechanism for letting the various components of the system communicate with each other as intended. With the exception of the input devices and the display, the other components need not be at the same physical location. Thus, for example, portions of the file storage system could be connected via various local-area or wide-area network media, including telephone lines. Similarly, the input devices and display need not be at the same location as the processor, although it is anticipated that the present invention will most often be implemented in the context of personal computers ("PCs") and workstations.

[0053] Bus subsystem 115 is shown schematically as a single bus, but a typical system has a number of buses such as a local bus and one or more expansion buses (e.g., ADB, SCSI, ISA, EISA, MCA, NuBus, or PCI), as well as serial and parallel ports. Network connections are usually established through a device such as a network adapter on one of these expansion buses or a modem on a serial port. The computer system may be a desktop system or a portable system or an embedded controller.

[0054] Memory subsystem 117 includes a number of memories including a main random access memory ("RAM") 130 and a read only memory ("ROM") 132 in which fixed instructions are stored. In the case of Macintosh-compatible personal computers this would include portions of the operating system; in the case of IBM-compatible personal computers, this would include the BIOS (basic input/output system). In some embodiments, DMA controller 131 may be included. DMA controller 131 enables transfers from or to memory without going through processor 112.

[0055] User input facility 120 typically includes a keyboard 140 and may further include a pointing device 142 and a scanner 143. The pointing device may be an indirect pointing device such as a mouse, trackball, touchpad, or graphics tablet, or a direct pointing device such as a touchscreen incorporated into the display.

[0056] Display subsystem 122 typically includes a display controller 144 and a display device 145 coupled to the controller. The display device may be a cathode ray tube ("CRT"), a flat-panel device such as a liquid crystal display ("LCD"), or a projection device. The display controller provides control signals to the display device and normally includes a display memory (not shown in the figure) for storing the pixels that appear on the display device.

[0057] The file storage system 125 provides persistent (non-volatile) storage for program and data files, and typically includes at least one hard disk drive 146 and at least one floppy disk drive ("diskette") 147. One or more of the disk drives 146 may be in the form of a random array of independent disks ("RAID") system, while others may be more conventional disk drives. The disk drive 146 may include a cache memory subsystem 149 which includes fast memory to speed up transfers to and from the disk drive. There may also be other devices such as a CD-ROM drive 148 and optical drives. Additionally, the system may include hard drives of the type with removable media cartridges. As noted
above, one or more of the drives may be located at a remote location, such as in a server on a local area network or at a site on the Internet's Wide Wide Web.

[0058] The specific assembler computer 110 used in the preferred embodiment is a Digital Equipment Corporation (DEC) Alpha Personal Workstation (Digital Equipment Corporation, Maynard, Massachusetts) which uses as processor 112 a high speed DEC Alpha processor.

The Page Element Cache 1011 and Page Element Storage 1013

[0059] The RIP subsystem 1009 may not be able to keep up with the printing device 1019. Therefore, in many systems, including that of the preferred embodiment, raster images usually are RIPed in advance and stored, for instance as files on a page element storage unit 1013 which in our system is a RAID system (which herein will be given the same reference numeral 146 as any other disk drive in the file storage system which may include many disk drive units). Note that page element store 1013 may alternatively be implemented in one (or more) of many ways, including as a disk store, a RAID system, a fast optical store, etc. Printing starts as soon as all the raster images for a certain job are available. For the system to operate with no additional means, the main requirement for element store 1013 is that it must have enough bandwidth, so that on the average the merge process (merge system 1015) can retrieve the object data at the speed of the press (printing device 1019). Normally this might not be possible without some additional means. In our preferred embodiment, a buffering system is used to alleviate this speed requirement. That is, as shown in Figure 10, RIPed data is not written directly to element store 1013, but rather to a buffer which is part of a page element cache memory 1011. Page element cache memory 1011 handles all the communication between page element store 1013 and the rest of the system, and includes several structures implemented as part of RAM 130. The buffer between the RIP system(s) 1009 and page element storage 1013 is one such structure. Another part of the cache 1011 deals with removal of page elements from page element store 1013 to the merge subsystem 1015 and will be described more fully later. The buffer in element cache 1011 is for using the bandwidth of element store 1013 in an efficient way. RIPed page elements are buffered in the page element cache 1011, and are only stored in the page element storage 1013 from the buffer in cache 1011 if the merge process in merge system 1015 does not need the bandwidth of the page element storage 1013 as indicated by the actual disk device 146 implementing page element storage 1013 being idle.

[0060] In an improved embodiment, the user can indicate that some page elements will be printed only once, so those objects are not written into element storage 1013, but left in the buffer of page element cache 1011, together with some flag or other means of communicating this to the merge system 1015. When the part of the merge system that reads data from storage seeks such a page element, it then does not need to retrieve it from page element store 1013, thus saving two disk accesses.

[0061] The other aspects of page element cache 1011 deal with retrieval by the merge system 1015 of page elements from page element store 1013. Such retrieval is made more efficient by the cache 1011 as follows:

- The number of disk seeks of page element storage 1013 is minimized because one reads the page elements one by one into the cache memory 1011, and then once available in cache 1011, retrieves page elements rapidly to the merge system 1015 from cache 1011.

- Page elements that are used multiple times in a book are kept in the page element cache memory 1011, so that the system need read them only once from the page element storage 1013.

[0062] Note that while cache devices are known in the art, page element cache 1011 differs in that it takes advantage of the fact that we know in advance what is needed. A more detailed description of the element cache 1011 and element store 1013 can be found later in this description.

The Page Layout Script

[0063] The page layout script typically is generated in workstation 1005. In the preferred embodiment, the page layout script is a text (ASCII) description which is an ordered list of books, each book including an ordered list of pages, each page including an ordered list of page elements, and each page element including an ordered list of properties. The properties of any page element include, in order, the element identifier (a number), the element file name (a file name and, for multipage files, a page number within the file of the page element), the position (a horizontal and a vertical position with respect to the top left hand corner of the page), and the merge mode (knockout, overprint, etc.). Although one may enter such a script manually using a text editor, one also can use an automatic script generator running on workstation 1005 which is tied to a database system for variable printing. Whether written manually or with the aid of a computer based system, the page layout script is stored in disk storage, which may or may not be the same
physical unit as page element storage 1013. The script is preferably but not necessarily executed by the same processor 112 as that which executes the programming that implement page element cache 1011 and the merge system 1015. The ordering of the page elements in the ordered list of page elements making up a finished page is important if page elements overlap. In general, a page element is printed on top of all the previous page elements. The following table summarizes the specifications of a page layout script for a simple (one page) personalized letter to customers used herein as an illustrative example:

<table>
<thead>
<tr>
<th>Table 1</th>
</tr>
</thead>
<tbody>
<tr>
<td>Page 1: size 8.5 * 11 inch</td>
</tr>
<tr>
<td>Element id</td>
</tr>
<tr>
<td>1</td>
</tr>
<tr>
<td>2</td>
</tr>
<tr>
<td>3</td>
</tr>
<tr>
<td>4</td>
</tr>
</tbody>
</table>

[0064] For this example, the page identifier identifies this as the first page (page 1) with size 8.5 by 11 inches. If no size is specified for any page, the page size is taken in our preferred embodiment as the size of the union of all page element in the page, i.e., as the bounding box of all the elements used. In a typical design, this might be (but not necessarily is) the size of the bottom page element. The element identifier is in the form of a number. The element file name is the file name reference. Thus Background_image is the file name of the page element that is, in this example, the background of the page, while Salesman_signature [25] is the fourth page element printed (in order) and refers to the 25th page element in the multipage file Salesman_signature which stores all the different signature images for all the different salespeople. The horizontal and vertical positions for each page element are in relation to the top left hand corner ("origin") of the overall page, page 1, and distances are measured in inches, with positive numbers indicating left to right for the horizontal case, and top to bottom for the vertical. The preferred embodiment script permits three ways of specifying distances. The first is as an absolute distance from the origin. Thus element identifier 2 is positioned 5 inches to the right and 1.7 inches down from the origin. The second way is as an alignment, for example, centered, left aligned, right aligned, etc. The third way is relative to other objects, with the syntax of the reference being in parentheses, and the relative distance preceded with a plus or minus sign to indicate direction. Thus, in this example, element identifier 4 is positioned aligned to the left of the page (indicated by the word "Left" for the horizontal position), and vertically positioned 1.2 inches below element identifier 3 (the file Letter_to_customer). A preamble in the page layout script specifies such details as what units are used for distance measurements. If no units are specified, a default is assumed.

[0065] The merge mode indicates how merging will occur. In the preferred implementation, Knockout means the page element knocks out all page elements underneath at that location. All CT page elements presently are merged in Knockout mode, although, as would be clear to those in the art, improved embodiments are possible wherein CT elements may have different levels of transparency, etc. using such well known concepts as an alpha channel. For JPEG data, for example, it is known that the DCT is linear, and this linearity can be used to affect merges with alpha channel data. Overprint mode is used for line work only, and states that separation by separation the intensity of the upper object is used, except if it is transparent white. Blackoverprint also only is used for line work, typically text, and states that solid black objects are merged in overprint mode, even if they are generated as knockout objects in the job. Overprint_from_job mode is an overprint mode as specified in the job itself. The particular RLE line work compression method used in the preferred embodiment includes the capability of such knockout specification.

[0066] An alternate embodiment to using the above-described ASCII text ordered lists of ordered lists to specify the page layout script is to use a page description script such as PDF by Adobe Systems, Inc. of Mountain View, California. PDF can include external page element references. Because PDF has been used for years and is well documented, it would be clear to one of ordinary skill in the art how to modify the system to incorporate using PDF or other techniques for specifying the page layout script.

[0067] Note that no limitations to the scope of the invention are implied by the particular script syntax used in the preferred embodiment. For example, where compressed bitstreams should be merged can alternatively be specified by a marker (when the compression format allows) or a pointer (kept separate from the format) or other means. The computational effort to find such a marker only depends on the specifications of the compression format to allow (aligned or non-aligned) markers. In the case of pointers, a bit pointer indicates the bit from where the bitstream should be merged. If more than one compression format is used to represent a page element, the same method and apparatus can be used for each compression format separately.
The Merge System 1015

[0068] The merge system is implemented as a set of computer programs that operate on processor 112. In particular, the computer programs include three threads that execute in parallel and that communicate with each other using standard interthread communication methods. Standard interthread communication methods as known to those of ordinary skill in the art of computer programming include shared memory, mutexes, signals, pipes, etc. In our implementation, the threads cooperate as source/drain pairs with a buffer (or more than one buffer) in the middle: the source thread tries to fill the buffer, and sends a signal to its associated drain thread each time data is written. If the buffer is full the source thread waits until the drain thread removes data from the buffer. In parallel the drain thread tries to empty the buffer, sending a message to the source thread each time it removes data from the buffer. If the buffer is empty it waits for a signal from its source thread that new data has been written.

[0069] The three threads with their associated buffers are shown in Figure 11. The buffers all are implemented in RAM. The read thread 1105 reads the page layout script 1103 and sources merge thread 1109 via the page element cache 1011, which is the buffer between these two threads. Merge thread 1109, the drain for read thread 1105, also is the source for the output thread(s) 1113 via the page buffer(s) 1111. Note that more than one page buffer and more than one output thread are shown, and the system may have any number of each thread and its source/sinks. The object read thread 1105 fills the page element cache 1011 with the page elements that are needed on the next pages. The page elements are read from page element storage 1013 or from RIP system(s) 1009. As soon as all the objects (page elements) of a page are in page element cache 1011, merge thread 1109 merges the line work, CT selection mask and CT data, color separation by separation, and writes the result into the page buffer(s) 1111. Because of the printing head structure of the Xeikon printer, the embodiment for the Xeikon printing system has four output buffers per side of a page, one buffer per separation, and thus four output threads per side of a page. There are thus eight total output threads for duplex CMYK printing. Finally the output thread(s) 1113 forwards the merged data in page buffer 1111 to the decompression and screening system 1017. For the Xeikon system, there is at least one separate decompression and screening system 1017 for each color separation, thus at least four output streams.

[0070] Note that in some alternate implementations, for example, on a multiprocessor computer system, it might be advantageous to split one or more of the tasks performed by each of the threads above into multiple threads. A first example is the multiple output threads shown. In a second example, the merging tasks may be split into two merge threads, each taking separations from the same source, and writing the result to the same drain.

The Decompression and Screening System 1017

[0071] The decompression system decompresses the LW and CT data into separate CT and LW pixel buffers. If required, the CT pixels (resolution 300 dpi in our Xeikon based implementation) are scaled up to the device resolution (600 dpi for the Xeikon) by repeating pixels on a line and by repeating lines. The system then selects pixels from one or the other pixel buffer based on the CT selection mask for the merged data. The resulting final raster image is screened, and then forwarded to the print heads of the press 1019. Decompression and screening system 1017 also reduces the data depth to the data depth of the output device. At the final stage, the data rates explode to the full data rate of the printing device 1019. For this reason, in the preferred embodiment, we have chosen to implement the decompression and screening system 1017 as special purpose hardware. Decompression, screening, combining according to the CT selection mask, and buffering the data to the hardware likewise could alternatively be implemented on a small fast computer, or on fast microprocessors or on a DSP device. The present invention does not depend on any particular means (hardware and/or software) for screening or decompression and it is assumed that such functionality is available.

[0072] Each particular implementation may be varied to deal with the particular printing devices, and a universal implementation also is possible. One implementation is for the Xeikon printing device. This is a duplex printing device with four print heads (in order of printing, Y C M K) one each side, the print heads separated by 26 cm on each side. Our implementation for the Xeikon system has at least one decompression and screening system 1017 for each color separation for each side of a page.

The Rapid Merge System in Detail

[0073] Although not the only way of implementing these aspects of the invention, the rapid merge system in the preferred embodiment is built around a high performance assembler computer such as system 110 of Figure 1, and uses a high capacity storage RAID system as one of the disk drives 146 (or the only disk drive 146) in file storage system 125. It is interfaced for high data rate output via a PCI bus to the special hardware decompression and screening system 1017 and ultimately to a digital printer 1019.

[0074] The rapid merge system is now described in more detail with the aid of Figure 12 which shows the operation
of the three threads of Figure 11 in more detail. The merging is primarily performed in software by assembler computer system 110 as the three threads, and these threads execute in parallel on processor 112 and cooperate in a pipelined fashion. The flow of operation is controlled by the page layout script, hereinafter denoted by reference numeral 1103, which controls all merging activity. For each page, page layout script 1103 contains a page description which details the layout of the page on the basis of page element placement. In particular, in our system, each page description is an ordered list of the page elements, in order. Each page element in turn also is an ordered list which comprises: the page element identifier, the file name (and page with the file) of the page element (for initial access in page element store 1013), the horizontal and vertical position from the origin, and the merge mode (knockout, overprint, etc.). The page descriptions are passed through the merging pipeline of threads. The threads work asynchronously and are separated by queues set up in memory 130 during an initialization operation. The queues thus hold those parts (or pointers to those parts) of the page descriptions necessary for interthread communications as the page descriptions are passed from one thread to the other so that each thread has the appropriate page descriptions to work with. Each thread also may modify some of the parameters of the page descriptions before passing the description on to the next thread whenever the circumstances warrant such a modification. For example, the file name and/or location of an element may be changed by a thread to speed up access for the next thread.

Internal Structure of the Page Layout Script

[0075] The initialization step thus sets up all the necessary queues. For efficient processing, the page layout script which in the preferred embodiment is in the form of an ASCII string of lists, or in alternate embodiments, a PDF or similar description, also is parsed during initialization and then transformed into a set of more suitable data structures. This data structure set is designed for more efficient page element control management, and is accessible to all the threads at any time. During the parsing of the layout script, all relative non absolute positioning information for any page element, such as "Center," "Left," etc., and all relative distances from other page elements, are calculated and only absolute positioning is used in the data structure set. The particular data structure set used in the preferred embodiment is shown in Figure 13 and includes a three dimensional page element instance array 1307 and two one-dimensional arrays called the page element array 1305 and the page description array 1309. The three-dimensional page element instance array 1307 is used to hold instances of page elements. An instance (i.e., an array element being occupied) is depicted by the array element being cross-hatched in Figure 13. The dimensions are horizontal (rows) from left to right, vertical (columns) upwards and depth (perpendicular to and into the page on which Figure 13 is printed). Thus, the top left front element 1315 is occupied. There is a row for each page element in the book of pages. Thus, the number of rows in the columns of instance array 1307 is the total number of distinct page elements in the book, four in the example of Figure 13. Each column describes the layout of a particular page. Thus, the number of columns in instance array 1307 is the number of pages in the book, 6 in the example of Figure 13. The third dimension deals with the case when there are several instances of the same page element in any particular page. For example, element number 4 occurs twice in page 4 as indicated by the cross hatches 1311 and 1313, instance 1311 occurring before instance 1313. Thus the total depth is the maximum number of instances of any page element in any page of the book, and is 3 for the particular instance array 1307 of Figure 13. Clearly, not all entries in instance array 1307 are occupied. In fact, typically, only a few of the entries of instance array 1307 are occupied, i.e., the instance array is sparse. Efficient storage techniques are known for reducing the amount of memory 130 required to store sparse matrices such as instance array 1307, and such sparse storage techniques are used in the preferred embodiment. Each occupied cell, i.e., each instance in instance array 1307 includes some attributes, and the attributes of each page element instance are shown in Table 2, and include for this instance, the element's position, printing mode, printing order, and the number of the page where the next instance of the element is. This last field refers to the next page after the present page of the instance where the page element is reused. If the present instance is the last instance for the page element, a special value is used for the "next page" field to indicate this fact. The information in this field is used by the caching system to decide which page elements have to remain in the page element cache when a page is merged.

[0076] Some attributes of the page elements themselves are stored in memory 130 in a separate one-dimensional array, page element array 1305. The attributes of a page element stored in element array 1305 are shown in Table 3 and include the element's file name (and if applicable, page within the file) as used in page element store 1013, a flag that indicates whether the page element is in page element cache 1011, the address where the page element is stored in the page element cache in the case that it is in the cache (i.e., in the case the flag is set), the page number (or other page identifier) of the page where the next instance of the element is used, and an index of the row in the element instance array 1307 that corresponds to the page element. The attributes of the pages in a book are stored in memory 130 in the form of page description array 1309. The attributes of a particular page in page description array 1309 are shown in Table 4 and include the page's width, height, place in the buffer space (called the output buffer) that includes page buffer(s) 1111, where the merge result is stored by merge thread 1109 and the index (as an identifying number)
of the column of page element instance array 1307 that corresponds to this page.

### Table 2

<table>
<thead>
<tr>
<th>Page element instance fields</th>
<th>Value/data type</th>
</tr>
</thead>
<tbody>
<tr>
<td>X position</td>
<td>(a number)</td>
</tr>
<tr>
<td>Y position</td>
<td>(a number)</td>
</tr>
<tr>
<td>Printing mode</td>
<td>&lt;overprint/masking/&gt;</td>
</tr>
<tr>
<td>Printing order</td>
<td>(a number)</td>
</tr>
<tr>
<td>Next page used on</td>
<td>(a number)</td>
</tr>
</tbody>
</table>

### Table 3

<table>
<thead>
<tr>
<th>Page element fields</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>File name</td>
<td>(a string)</td>
</tr>
<tr>
<td>Cached</td>
<td>&lt;True/False&gt;</td>
</tr>
<tr>
<td>Place in cache</td>
<td>(an address)</td>
</tr>
<tr>
<td>Next page used on</td>
<td>(a number)</td>
</tr>
<tr>
<td>Index page element instances row</td>
<td>(a number)</td>
</tr>
</tbody>
</table>

### Table 4

<table>
<thead>
<tr>
<th>Page description fields</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Width</td>
<td>(a number)</td>
</tr>
<tr>
<td>Height</td>
<td>(a number)</td>
</tr>
<tr>
<td>Place in output buffer</td>
<td>(an address)</td>
</tr>
<tr>
<td>Index page element instances column</td>
<td>(a number)</td>
</tr>
</tbody>
</table>

**The Read thread**

[0077] Now that we have described the internal storage structures of the page layout script, the operation of the threads will be described in more detail. Recall that after initialization, the instance array 1307, page element array 1305, and page description array 1309 together contain the page layout script, and that these structures are available to all threads at all times. Once arrays 1307, 1305, and 1309, and the needed queues have been set up during initialization, a read queue thread 1203 is loaded with pointers to the pages that are to be processed, in the order of printing such pages.

[0078] The first job of read thread 1105 is to pre-fetch page elements from page element store 1013 and put them into page element cache 1011 as necessary. Initially, the first page description pointed to by the read queue 1203 is used, and based on the entry in the page description array 1309 for a particular page, the required page elements to be loaded are determined from the instance array 1307. Required information for loading the page elements into cache 1011 is obtained from the page element array 1305 where, initially, the page elements are referred to by file name. With such information, read thread 1105 knows what page elements to pre-fetch and where they are stored in page element store 1013. Before pre-fetching any page element, the read thread checks whether the page element is already in page element cache 1011 by checking the "Cached" flag in page element array 1305. If this flag is set, no access from page element store 1013 is needed. Otherwise place is allocated in page element cache 1011 and the page element is stored there. After the fetch, the "Cached" flag is set and the "Place in cache" address is written in page element array 1305. Only the first instance of any element is dealt with by read thread 1105 because its job is only to ensure that the elements required by any page are in page element cache 1011. The "depth" dimension of the instance array (the dimension dealing with multiple instances on a page) is not dealt with. Once all page elements in the page description of a particular page are processed, a pointer to the page information entry in the page description array of
the completed page is passed to another queue, the merge queue 1205, which also is set up in memory 130 during initialization. This indicates to merge thread 1109 that the elements for that page are available. Merge thread 1109 can then work independently of read thread 1105. Separately, a memory management process described hereinbelow makes sure that elements not yet merged by merge thread 1109 are not removed from the element cache 1011 prior to merging. Thus, when page element cache 1011 becomes full, special action is required as described further on herein.

**Cache memory management**

**[0079]** Page element cache 1011 comprises a chunk of memory in memory 130. A dynamic memory manager system handles requests from read thread 1105 for a block of memory of a size corresponding to the size of a page element. To prevent cache fragmentation, the page element cache is divided into fixed size chunks (memory pages), and a block thus consists of a number of those chunks. These chunks are not necessarily contiguous in the cache memory. Once the block is allocated, read thread 1105 reads the page element from page element store 1013 into this block. When a page element is no longer needed on subsequent pages, as indicated by the appropriate flags in the three array data structures, it is de-allocated from the cache dynamic memory manager under control of the merge thread 1109. Various implementations are possible and may be found in the prior art literature for the dynamic memory manager. When a request for a block of memory is made by read thread 1105 and the dynamic memory manager cannot fulfill the request, i.e., the cache is full, the read thread 1105 is blocked from writing into the cache 1011 until merge thread 1109 starts merging the page elements on the previous page or pages. As merge thread 1109 advances while read thread 1105 is blocked, page elements can become de-allocated from the cache because they are not needed for future pages. Only then is read thread 1105 given a signal to go ahead, and the memory request is thus attempted again. When the memory request succeeds, read thread 1105 can proceed. If read thread 1105 is still blocked when merge thread 1109 starts merging one page prior to the page read thread 1105 is attempting to pre-fetch pages for, a cache replacement strategy comes into effect.

**The Cache Replacement Strategy**

**[0080]** One aspect of the present invention is for a method (strategy) for replacement of page elements in element cache 1011 when it becomes full and simply waiting will not work. This replacement method minimizes accesses to page element store 1013 and hence maximizes throughput.

**[0081]** During initialization, the size of page element cache 1011 is dimensioned so that all page elements of two consecutive pages will fit in it. In this way the cache replacement will never stall. The replacement method comprises a set of actions performed to uncache certain elements from page element cache 1011 so that sufficient space becomes available to allocate the memory needed to load a certain page element from page element store 1013. A page element is uncached by setting its "Cached" field to false in page element array 1305 and by releasing the memory occupied by the page element in page element cache 1011 according to the dynamic memory manager.

**[0082]** One simple replacement method is scanning through page element array 1305 and uncaching cached page elements in a random manner, the uncached elements not being on the page presently being operated on by merge thread 1109 (typically the page prior to the page presently being operated on by read thread 1105) and not being on the page presently being operated on by read thread 1105. The uncaching of such elements is performed at random until the memory request can be satisfied.

**[0083]** One disadvantage of this simple replacement method is that potentially page elements could be uncached that might be needed soon. Similarly, page elements that are reused only much later may unnecessarily remain in cache 1011. The preferred embodiment cache replacement method ensures that page elements are uncached in reverse order to how many pages ahead they are needed. That is, the elements needed later are uncached first. To achieve this, the preferred embodiment page replacement method makes use of the field "Next page used on" of page element array 1305. This field is filled in by read thread 1105 when a page element is read into page element cache 1011, and is copied from the corresponding page element instance field in element instance array 1307. The specific cache replacement strategy now examines this "Next page used on" field and selects all page elements in element array 1305 that have "Cached" flag True and that have "Next page used on" field with pages after the page read thread 1105 is pre-fetching page elements for. All so selected page elements are sorted in descending order of their "Next page used on" field. The preferred cache replacement strategy then uncache page elements according to the sort order. In this way the optimal cache replacement is achieved.

**Merge thread 1109 and the Output Thread(s) 1113**

**[0084]** Merge thread 1109 is the core of the rapid merge system 1003. It also runs on processor 112 and executes
the implementations of merging methods of the present invention which perform the merging substantially in the compressed raster image domain. The activity of merge thread 1109 is controlled by information referenced in array structures 1307, 1309 and 1305 by page descriptions that are pointed to by merge queue 1205. Using the referenced page descriptions, merge thread 1109 knows where to find the page elements in page element cache 1011 and where to place these page elements on the page. Merge thread 1109 generates all the page separations in compressed format as specified in the set of data structures. It does this separately for CT elements (in the preferred CT compression format JPEG) and the LW elements (in the preferred LW compression format RLE). Typically, for ultimate printing on the Xeikon duplex device, 16 merge results are calculated for each final duplex page: for the front and back sides of the page there are the CMYK separation each in both CT and LW compressed format. The merging results from merge thread 1109 are stored as page buffer(s) 1111 in the output buffer which uses part of memory 130 and which holds the pre-merged pages that are output to the decompression and screening system(s) 1017 by output thread(s) 1113. The number of page buffers and output threads depends on how the data is printed on the particular printing device. Once all the page merge results for a particular page are calculated, the appropriate "Place in output buffer" field in the page description array 1309 is filled in by merge thread 1109 with references to the merge results in page buffer(s) 1111. The pointer to the page description of the page is placed in one or more corresponding queues called the output queues. The pointer to the page description of the page is placed in one or more corresponding queues called the output queues. Merge thread 1109 puts an appropriate page description pointer in all these queues as it calculates merge results.

[0085] In order for the herein-described merging system to operate in real time as dictated by the speed of digital printing device 1019, it is necessary that the read, merge and output threads keep up. The required throughput (as counted in pages) of each thread relates directly to the complexity of the page layouts. This complexity in general is proportional to the number of page elements and their size, on a page. In the case that the required throughput can not be achieved, if there is no way to instantaneously slow down or stop and start digital printing device 1019, some blank pages will be output. For printing devices that can be slowed down, when the required throughput can not be achieved, such a printing device may be forced to run at a slower speed.

[0086] Alternatively, the page layout script generator can check the complexity of the page layout and give warnings to the operator if a particular page is likely to be too complex to pass to the merging system. The operator can then be given a choice to pre-merge these pages off line, or to partially merge some of the page elements of such a page.

The Page Buffers (also called Page Separation Buffers) 1111

[0087] In the current context the memory area occupied by one compressed page in the output buffer is defined as a page buffer 1111. This is to use the same terminology as in prior art systems that use uncompressed page buffers of fixed size at fixed allocation.

[0088] Page (separation) buffer(s) 1011 is/are where the merge results are stored. Each page result (a separation in our implementation) is stored in a corresponding page buffer. Hence, an alternate name (for our implementation only) is page separation buffer. One page buffer stores both the CT and LW of the page. For a printer that outputs pages sequentially, putting all separations on one page before starting with the next page, one page buffer would store all separations for that page. Printers that output separations in a pipelined fashion, outputting different separations of different pages at the same time, one page buffer 1111 would store only one separation of the page and thus sometimes is called a page separation buffer. In the latter case there are multiple output streams, one for each separation (and print head of the printing device), there also are multiple page separation buffers 1111 coupled to corresponding output queues 1109. For each output stream a number of page (separation) buffers may be allocated in a memory area of fixed size. In the preferred embodiment, this memory area can store at least two page (separation) buffers 1111 per output queue 1009. Depending on the compression ratio of the pages, usually a lot more page buffers might fit, and this enables the system to flatten peak loads. The merge thread writes the page (separation) buffers 1111 one by one in the output buffer area, and forwards their reference via the output queue to the output thread. The output thread then forwards the page (separation) buffers to the decompression and screening system 1017.

[0089] Two common methods to put merged page elements into a page buffer are: 1) paint the page elements one
by one in the page buffer, according to drawing order; and 2) calculate the paint result of the page buffer scanline per
scanline or strip per strip. The second approach often is preferred when merging uncompressed data because memory
requirements are high and often a complete buffer for a merged page may not fit into memory. In our case, the data
put into page buffer 1111 is in the compressed domain, and the whole of page buffer 1111 (which as discussed earlier
is pre-designed to store two pages) remains in memory 130. Nevertheless, the second approach is preferred. This is
because the first approach requires memory management overhead. Contrary to an uncompressed merge, it is not
possible to paint (merge) a single page element into proper merged results in-place in the page buffer because the
storage size of a compressed page changes as page elements are merged onto it. So either the system must move a
lot of data, or it must work with reference pointers to new data at another memory location without being able to
release the memory occupied by invalid data. Thus, a lot of memory management overhead would be required. The
second approach does not have these problems and therefore is used in the preferred embodiment.

Memory management for page buffer(s) 1111 is now described. The merging result is calculated by merge thread
1109 in strips that correspond to a height of 8 CT pixels (because CT merging preferably is carried out on 8*8
JPEG blocks). The memory for page buffer 1111 is allocated by a page buffer memory manager as strips are merged,
according to the maximum size a compressed strip can reach based on a worse case assumption of the lowest com-
pression ratio. The page buffer memory manager typically works in round robin fashion allocating and de-allocating
buffers in a reserved memory area which is dimensioned large enough during initialization to hold a chosen number
of compressed page buffers 1111 (two in our preferred embodiment). Each page buffer is implemented as a circular
buffer (also sometimes called a ring buffer). When a strip is completely merged, the excess memory allocated is returned
to the page buffer memory manager. Also when the merged page contents of a page buffer are output to decompression
and screening system 1017 by output thread 1113, the memory occupied by that page buffer is returned to the page
buffer memory manager. When all page buffers 1111 are filled, merge thread 1109 is blocked until the output thread
releases a page buffer.

Merge thread 1109

As merge thread 1109 takes a page description based on the pointer in merge queue 1205, it starts merging page
element instances. In particular, merge thread 1109 merges the page separations one after the other in one of
the page buffers 1111 (assuming more than one page buffer). The CT parts and the LW parts (each compressed) are
separately merged for each separation and stored in the same page (separation) buffer 1111.

Merging is carried out by merge thread 1109. Conceptually, the preferred methods for merging the CT part
and the LW part of a page element are similar in that the merge result is calculated in strips, preferably 8 CT pixels
(=16 LW pixels for the Xeikon) high, that divide the page horizontally. Page buffers are allocated to each page of the
separation by the page buffer memory manager as described above. The page buffer is written strip by strip. That is,
initially, the maximum possible memory size for a strip is allocated, and after the strip is merged and the actual size is
known, extra memory is de-allocated. The merge result for a strip is calculated scanline by scanline. For the JPEG CT
compressed merging a scanline is a strip, i.e., a row of 8x8 blocks, while for RLE LW compressed merging a scanline
is one LW line so there are 16 scanlines per LW strip. Once all the strips in a page are merged, the starting addresses
of the pages are recorded in the appropriate "Place in output buffer" fields in page description array 1309. For each
duplex page, if there are eight page buffers (e.g., one for each print head), there would be sixteen different sub-fields
indicating the start addresses for LW data and for CT data for each head. Note that several alternate implementations
are possible for this field. For example, in one alternate, the "Place in output buffer" field includes one pointer per
separation to the first strip of LW (or CT) separation, other strips stored consecutively. For this to work, strips are stored
so that the start of the next strip can be determined. Another alternative is to use an array of strip descriptions with the
start location and size of each strip in the array. Many other variations are possible, as would be clear to those of
ordinary skill in the art.

Thus, another aspect of the invention is a method implemented in merge thread 1109 for efficiently generating
the compressed page starting with compressed page elements, any merging carried out substantially without decom-
pressing the page elements. The process of merging page elements on a page in compressed form resulting in a single
compressed page element, this being the whole page, proceeds according to the following pseudocode, which operates
for each strip for each separation:
sort the page elements according to their y position on a y-stack, topmost element first;
calculate the merge result of each scanline from top to bottom;
as page elements intersect the current scanline pull them from the y-stack and put them on a second stack (an x-stack);
remove page elements from the x stack that don’t intersect with the current scanline;
sort the x-stack according x position, leftmost element first;
if the x-stack is empty, insert a blank line and continue with next scanline;
pull a page element from the x-stack and put it on a third stack (a z-stack), call its starting position x;
if x is positive insert a blank piece till minimum x and width of page;
calculate the merge result of one scanline from left to right;
pull all other elements from the x stack on the z-stack that start on position x;
call the starting position of the top element on the x-stack xn or set xn to the page width if the x-stack is empty;
sort the z-stack according to the page element drawing order, lowest element first;
find the smallest x end position of the elements on the x-stack, call it xl;
for each page element on the z-stack, from lowest to highest;
get a piece of the page element line that lays on the current scanline, this piece of line goes from x to the minimum of xl and xn;
clip this piece to left or right page border;
merge this piece on the page;
remove the page element from the z-stack and put back on the x-stack when the end of the merged piece is the end of the page element line;
if the z-stack is empty, insert a blank piece from xl to xn and set x to xn else set x to minimum of xl and xn.

The Merge Process

[0094] The merge process performed by merge thread 1109 is now described in detail. Although the operation in the preferred embodiment is merging all the elements at once, strip by strip, separation by separation, the description hereinunder will be for a simpler situation shown in Figure 2(b), with only 2 elements, and how to add the details necessary for merging of multiple elements strip-by-strip will be left as a straightforward implementation detail. For the example, the page layout script would specify that the order is that element 201 is under element 203, and the location of merging element 203 would be specified relative to the position of element 201. In a system which uses the concept of a non-variable master and variable components, element 201 might be the non-variable master, and element 203 one of the variable elements. Note that the present invention in general does not have the concepts of “master” and
“fixed” elements, and clearly can be adapted to include such concepts. The identifiers and positions of the page elements 201, 203, and 207 in the merged data 205 which are to be included in the compressed merged data and the ordering of the merging are specified and available to merge thread 1109 as described above. In the preferred embodiment, the merged data 205 represents data from strips of a page element into which one or more selected corresponding strips of page elements 203 are to be merged with a page element 201.

The data in element 201 and element 203 comprise images which may be line work and/or continuous tone (“CT”) images. Line work as used herein includes text. Both line work and CT images are described by picture elements (“pixels”), and the pixel values are generated from the PDL description by RIPing at the resolution appropriate for the printer being used for printing merged data. As described above, the various page elements are available in a form of after RIPing but before screening. That is, the page elements are a raster of pixels, each pixel including the ink values for color printing, for example, CMYK values representing the amounts of cyan, magenta, yellow and black ink for printing. According to the preferred embodiment of the invention, the elements 201 and 203 are provided to merge thread 1109 in compressed form. The method and apparatus disclosed are not restricted to a particular compression format. They can be used with any compression format as long as the format allows insertion of bitstreams representing compressed image representations into a similarly formatted bitstream.

Merging of Continuous Tone Data

The first case considered is when page element 201 called element “E” and page element 203 called element “D” are both CT images. These CT images would each have associated with them a CT validity mask and LW data which would include a CT selection mask. Unless otherwise made clear, in this simplified discussion of the merging of CT data, it is the CT data as defined by the CT validity mask that is to be merged, and the CT validity mask defines the border (frame) of CT data being merged. The CT selection mask defines the border of the visible CT data being merged, albeit at the resolution of LW data. When merging CT’s, only the CT validity mask comes in effect. After merging one CT (say 203) on top of another CT (say 201) through the CT validity mask of D, the CT validity mask is no longer needed. What happens to the CT selection mask after merging two page elements is described in the section on LW merging. The CT selection mask only comes into effect when combining the final merged CT and final merged LW of all the merged page elements. An important distinction between the CT validity mask and the CT selection mask is that the former is at the CT resolution and the latter is at the LW resolution. Furthermore the CT validity mask may validate more of the CT data than is selected by the CT selection mask, but all selected CT data should be validated. An example is shown in Figure 9 where small LW text (“T” 907) is on CT area 909 in the same page element 903. The portion of CT data 911 which is under LW text 927 would be validated, but not selected, as is shown by CT validity mask 933 and CT selection mask 943. This aspect of the present invention enables faster CT merging and reduction of compression artifacts due to less CT border involved in the CT merging process. In the preferred embodiment, CT elements in pixel form (e.g., after RIPing) are compressed using JPEG. That is, CT elements are divided into blocks, each block corresponding to a rectangle, preferably 8 by 8 pixels. In the simplified illustrative example shown in Figure 3, CT page element E, now denoted 301, is 5 by 5 blocks; and CT page element D, now denoted 303, is 2 by 2 blocks. Clearly, actual page elements are much larger. However, when strips are being merged strip-by-strip, each strip is only one block high. The blocks of page element E (301) are numbered E1,1 to E5,5, and those of page element D (303) are numbered D1,1 to D2,2. The convention used is that the first index represents the row number of the block, and the second index represents the column number of the block. It should be clear to those of ordinary skill in the art that in the preferred embodiment, only 1 block-high strips are being merged. The discussion below will in general talk of merging complete two dimensional page elements.

Note also that in the simple case illustrated in Figure 3, the page element D 303 is rectangular, the part of element D 303 to be merged with a part of element E 301 is an exact number of blocks, and that part is merged at a location which in relation to element 301 is at exact block boundaries of page element 301. This is the simplest case. When one knows the complete work flow ahead of time, merging preferably is pre-arranged to guarantee that the merging will be in block boundaries. In another aspect of the present invention, recall that each CT element has an associated CT validity mask and CT selection mask that together define which part of the image is visible. These masks are not necessarily rectangular — they can take any form, for example, a circle. Also, in general, page element 203 can be placed at any arbitrary position 209. Hence, the blocks of page element 201 in general will not align with those of other elements.

In JPEG compression, each image is broken up into blocks, and the DCT coefficients for each block are quantized, for example, using digital pulse code modulation, run length coding and Huffman coding. The representation of the different compressed blocks after Huffman coding may have different lengths (in bits).

The JPEG format allows each encoded block to be preceded by a special 16-bit aligning (also called restart marker) denoted RST. This 16-bit aligning marker eases the searching across a bitstream; one searches for the special 16-bit RST value, comparing each 16-bit word of the bitstream. Referring again to the simplified case of Figure 3, by
preceding each encoded block by such a marker, the images E (301) and D (303) are stored in the form of a data stream which is a sequence of block representations, each starting with an RST marker. This is shown in Figure 4, where example page element E 401 (301) has RST markers 403, 405, 407, 409 and 411 before each block, and example page element D 415 (303) is shown to have RST markers 417, 419, 421 and 423, before each block. Alternatives to having every block be preceded by a RST marker also are desirable, and described further later in this document.

In the preferred embodiment, for the CT case, when the blocks of the underneath E page element 201 do not align with those of the on top D page element 203, which often will occur, the E and D blocks of 201 and 203 are aligned prior to merging. The blocks of D page element 203 are aligned to the grid defined by the blocks of E page element 201 by performing a translation of D page element 203 over the smallest possible distance to align the D blocks of element 203. This is shown in Figure 5(a) and Figure 5(b). The block boundaries of the E (underneath) page element 201 are denoted 501 and shown as dotted lines, the blocks of the D page element 203 are denoted 503, and CT validity mask of D page element 203 is denoted 509. In Figure 5(a), the situation prior to translation is shown. The shortest distance to align the D page element 203 to the block boundaries 501 is to translate D page element 203 up and to the left. Figure 5(b) shows the images aligned after such translation. In the preferred embodiment, the pixel blocks 503 of D page element 203 are moved and CT validity mask 509 is not moved. The effect of this is that the position of the D page element 203 relative to other page elements in the page (such other page elements not shown in Figure 5) does not change. As a result, visual alignment with other page elements is preserved.

In the case of the 8 x 8 blocks of the JPEG embodiment, the maximum translation is 4 pixels in the vertical and/or horizontal directions. At a CT resolution of 300 pixels per inch, common in high quality publishing, this translates to a maximum shift of about 1/75 of an inch or about 1/3 mm.

As a result of translating D page element 203 with respect to CT validity mask 509, some of the pixels that were outside CT validity mask 509 get inside the CT validity mask and become visible. If CT validity mask 509 is close to or at the edge of page element 203, artifacts may appear after translation. To avoid such artifacts, a border of at least 4 pixels of D page element data must be available around CT validity mask 509 to allow block alignment. In another embodiment of the method of the invention, whenever image CT validity mask 509 of page element 203 is close to the boundary of page element 203, for example, the boundary box of D for a rectangular image, the image is enlarged by a small factor to create a border of 4 pixels around image CT validity mask 509. Such enlarging normally would be done during RIPing as instructions to enlarge the image when both the CT validity mask and the CT data are available. An example of such an enlarging is shown in Figure 6. Figure 6(a) shows image CT validity mask 509 as being the same size as page element 203. The situation after enlargement and before displacement is shown in Figure 6(b). Page element 603 is a slightly enlarged version of page element 203 with a border 605 of 4 pixels outside CT validity mask 509.

In the particular RIP implementation used with the preferred embodiment, the RIP usually has 2 files for each page element: the PS file itself, and a small text file with RIP options (duplex or not, orientation, CT handling, etc.). With such a RIP, the text file can inform the RIP when an object to be RIPPed will be used as “variable” data. When the RIP encounters a CT, it examines the current CT validity mask and CT selection mask. The intersection of the bounding box of the CT and the bounding box of the validity mask and clip mask is determined. At each side (top, bottom, left, right) there should be at least 4 CT pixels between this intersection and the CT selection and clip mask bounding box to account for possible translation over a maximum of 4 pixels. If the distance is less than 4 pixels, the CT is scaled and repositioned by the RIP in such a way that a border of 4 pixels is available on all sides. In another embodiment the RIP would not scale the CT but duplicate (or extrapolate) CT pixels beyond the border of the CT validity mask as to ensure that for arbitrarily shaped validity masks a margin of 4 pixels outside the CT validity mask is present.

Sometimes the position of a page element on the final page (relative, for example, to some common page element acting as a "master") is known in advance. If this is the case, the JPEG blocks can be generated in such a way (by the RIP) that they align with the "master," eliminating the need for alignment during the merge phase. If no alignment is needed, the size increase step in the RIP can be omitted.

If the PS file is sent from a standard prepress application program directly to the RIP, using, for example, the standard installed PostScript driver, then one still may incorporate such options based on a printer definition ("ppd") file, using, for example, the "setpagedevice" options. Such implementation would be clear to those of ordinary skill in the art of prepress programming and PostScript RIPing. A special processing option (set by the user) informs the RIP that it is processing a variable page element.

Often in practice, many images are cropped for design reasons, such cropping itself defined by a mask. In such a situation, the cropping mask is used as CT validity mask 509 and a border already is available, so that, in another embodiment, the RIP for generating page element 503 does not apply the extra scaling.

In the remainder of the description herein, whenever merging of CT image D 203 is described, it will be understood that if enlargement has occurred, the merging is of enlarged page element 603, rather than of page element 203 even though this is not explicitly stated.
As can be seen in Figure 5, some blocks of page element 203, for example, the block labeled A and denoted 511 in Figure 5(b), are completely inside the CT validity mask 509, while other blocks are only partially within the CT validity mask 509. The CT validity mask intersected blocks are called boundary blocks, and one such block is labeled B and denoted 513 in Figure 5(b). Boundary blocks are combined with adjacent blocks of page element 201, resulting in blocks in merged image 205 that include pixels from both page element 201 and page element 203. In one embodiment, boundary blocks of D page element 203, for example, block 513, are merged differently from interior blocks of D page element 203, for example, block 511. It thus is necessary to identify boundary blocks.

In the preferred embodiment, as already discussed, the CT validity mask 509 is represented as a rectangular array of bits (a "bit-map"), each bit corresponding to a pixel in the CT image. If a bit in bit-map CT validity mask 509 is set, the corresponding pixel in page element 203 is visible. In an alternate embodiment, CT validity mask 509 is described as a path (a set of segments that together describe a shape). Other alternatives also are possible, as would be clear to those of ordinary skill in the art.

In the preferred embodiment in which CT validity mask 509 is a bit-map, a boundary block of the D page element 203 is a block for which at least one, but not all bits, are set in the pixels of bit-map CT validity mask 509 corresponding to the block. Interior blocks of D page element 203 have all the corresponding CT validity mask bits in bit-map 509 set.

In an alternate embodiment in which CT validity mask 509 is described as a path, the intersection of the CT validity mask and the boundary box of each block of D page element 203 is determined. The bounding box of a block is the (invisible) rectangular path that defines the boundary of the block. If the intersection is equal to the bounding box of the block, the block is an interior block of D page element 203. If the intersection is not empty and not equal to the block, then the block is a boundary block of D page element 203.

The merging of interior blocks of D 203 "into" page element 201 is now described with the help of Figure 3, "into" used here since the order is that D is over E Figure 3 for simplicity assumes that there are no boundary blocks in the D image, shown here as 303. The underneath page element in this simple example is shown as 301, and the desired merged image, as 305. In this embodiment, it is assumed that these CT images are compressed using JPEG, as described above. M image 305 is constructed by copying those blocks (compressed) from E page element 301 which need to be retained in M image 305, and all the interior blocks (compressed) of D page element 303, which in this simple case, are all the blocks of D page element 303.

The following notation is used in describing how one locates the boundary blocks to copy:

- \((Px, Py)\) are the vertical and horizontal positions, respectively, in block coordinates of the location 307 where page element D should be printed (in knockout) over page element E. The example of Figure 3 shows page element D (303) to be placed over page element E (301) to give a combined image 305, \((Px, Py)=(3, 2)\);
- \(E_{i,j}\) is the designation of a block in page element E, with \(1 \leq i \leq E_{\text{max vert}}\) and \(1 \leq j \leq E_{\text{max hor}}\), where \(E_{\text{max vert}}\) and \(E_{\text{max hor}}\) are the maximum block designations in the vertical and horizontal directions respectively, for page element E; and
- \(D_{i,j}\) is the designation of a block in page element D, with \(1 \leq i \leq D_{\text{max vert}}\) and \(1 \leq j \leq D_{\text{max hor}}\) where \(D_{\text{max vert}}\) and \(D_{\text{max hor}}\) are the maximum block designations in the vertical and horizontal directions respectively, for page element D.

The block numbers of the source blocks to be copied are determined by the following pseudocode, which is shown for a two dimensional object. As would be clear to one of ordinary skill in the art, the "For \(i = 1\) to \(E_{\text{max vert}}\)" and "next \(i\)" statements may be removed from the pseudocode when dealing only with a one block high strip of CT data.
Note that in the example of Figure 3, $E_{\text{max_hor}}$ equals 5, $E_{\text{max_vert}}$ equals 5, $D_{\text{max_hor}}$ equals 2, and $D_{\text{max_vert}}$ equals 2. This means that the coordinates of a first block $E_{1,1}$ of page element $E$ are compared with the coordinates of the location where page element $D$ should be placed over page element $E$. As $i = 1 < Px = 3$, the block $E_{1,1}$ is copied. The same is true for the blocks $E_{1,2}$ to $E_{1,5}$, for $E_{2,1}$ to $E_{2,5}$ and for $E_{3,1}$. When the coordinates of block $E_{3,2}$ are compared with the coordinates of the location where page element $D$ should be placed over, this results in $i=3 = Px=3; i=3 < Px+D_{\text{max_vert}}=5; j=2 = Py=2; \text{and } j=2 < Py+D_{\text{max_hor}}=4$. This means that the block with coordinates $D(3-3+1),(2-2+1) = D_{1,1}$ will be copied. The method continues in the same way for the remaining coordinates.

Searching for block boundaries is facilitated, as described above, by searching for the special pattern of a RST marker in the data stream of an image. That is, in one embodiment, it is assumed either that the data has been compressed with RST markers in place, or that RST markers have been inserted into an already compressed data stream.

As each block contains enough information to derive its representing pixel value, decompression is unnecessary before copying to image $M(305)$. In this way, the time used for decompression is eliminated. Furthermore image $M(305)$ is still a compressed image, which saves storage space. Also the blocks of page element $E(201)$ and the interior blocks of page element $D(203)$ do not have intermediate uncompressed representations which again save storage space and bandwidth.

When more than two page elements are to be merged, for example, when there is also a page element 207 in addition to page elements $E(201)$ and $D(203)$, the compressed merging process can be performed by first merging page elements $E$ and $D$ into an intermediate merged image $M_1$, and then merging the intermediate image $M_1$ with page element 207 in the same way. Using this method, the relative positioning of page elements $D$ and 207 is irrelevant. This is true, even if page element 207 overlaps with page element $D$. An alternate embodiment which performs better includes extending the (two-dimensional copying) pseudocode above in order to also test for block numbers that need to be replaced by 209 blocks.

In the preferred embodiment, 203 and 207 represent different CT page elements to be included in the final merged image 205. The final merged image is in the form of compressed merged CT data and may represent a complete page or part of a page.

When 203 and 207 represent different CT page elements to be included in the final merged image, the CT selection masks associated with each of these CT data also need to be merged. These are merged at the same time as the LW data is merged as described later herein.

Although the example used above to illustrate copying the interior blocks of $D$ uses rectangular images, the method according to the present invention is not restricted to rectangular images. As discussed above, in general a mask 509 can accompany a non-rectangular page element $D(203)$, indicating whether a block is a valid block of page element $D$ or not. In this case, the (2-D copying) pseudocode above is applied only to interior blocks of page element $D(203)$.

For the illustrative example of Figure 3 or interior blocks of $D(203)$, it has been assumed that in case of the JPEG compression format, the $E$ and $D$ images are compressed using the same JPEG scheme, including the same quantization tables and Huffman tables. When this is not the case, when later decompressing the merged data, the decompression scheme needs to be switched to the particular one of the copied block when such a block is encountered. How this is achieved is as follows. The compression module in our particular RIP knows only one Huffman table, and a limited set of quantization tables. This is not a limitation of the invention, simply an implementation choice. These quantization tables allow for different quality settings (high, medium or low). In a configuration having a "master" and a "variable" object, if a master is compressed with a high quality table and a variable object with a medium quality table,
then the variable must be re-quantized. In a general case this would introduce additional rounding errors and thus an additional quality loss. To minimize this, the particular embodiment uses a set of different quantization tables such that the quantization coefficients of the medium quality table are the double the corresponding coefficients for the high quality table. The coefficients for the low quality table are then again the double. The merge thread 1109 re-codes all the page elements to the highest quality setting used on a page.

[0123] In the preferred embodiment, boundary blocks of D page element 203 are not merged in compressed form since each resulting block in merged image 205 contains a mix of pixels from the respective block in E page element 201 and the boundary block of D page element 203. So boundary blocks in D and the respective block in E are decompressed, merged in uncompressed form, and re-compressed to form the respective block in M image 205. It should be noted that the merging of boundary blocks using traditional uncompressed methods has minimal impact on the overall processing speed. The total number of blocks in any CT image element increases linearly with the area of the element—that is, quadratically with the size of the element, whereas the number of boundary blocks increases linearly with the perimeter of the element, thus linearly with size. For reasonably large elements, the fraction of blocks that are boundary blocks gets very small. Thus, it is said that in this embodiment for block-compressed CT images, the method described herein performs merging of data substantially in compressed form. For example, supposed that for a particular D image, the boundary blocks form less than 10% of the total blocks. Thus, using an embodiment of the method of the present invention, merging of more than 90% of the blocks avoids the computationally intensive steps of decompression prior to merging and re-compression after merging. As an example, for 300 pixels per inch printing, common for many short-run color printers, such as color laser printers, a small page element one inch square has 1444 8x8 JPEG blocks and 152 of these are on the boundary, about 10.5% of the total. This percentage goes down linearly as the size increases. That is, a 2 by 2 inch image has about 5.3% of the total JPEG blocks as boundary blocks, while for a 4 by 4 inch image, the percentage drops to about 2.6%. Thus, when a substantial majority of the blocks to be merged are merged in compressed form, it can be said that the method compresses substantially in compressed form.

[0124] In another aspect of the invention, the search time for blocks in the method may be significantly reduced. If it is known that a certain area or certain areas of E page element 201 will always be retained in M image 205, then it is not necessary for RST markers to exist for each block belonging to such a non-varying area. Thus, the amount of marker information may be reduced. A sequence of blocks may be handled as one complete block, herein called a superblock, with only one RST marker. Since the presence of RST markers reduces the compression ratio in JPEG, having fewer RST markers means a higher compression ratio for images. The search time for block boundaries also is reduced.

[0125] As a simplified example, consider again the images E (301) and D (303) of Figure 3, with E3,2 E3,3 E4,2 and E4,3 being the only areas which are to be merged with D in page element E. Normally, that data is represented as shown in Figure 4. However, using the knowledge of what areas of E page element 301 remain unchanging, in another embodiment of the method of the invention, the data stream is modified and represented as shown in Figure 7. In page element E (now denoted 701), a first RST marker 703 is placed before block E1,1. The next RST marker 705 is only placed before the first block which can change, being block E3,2.

[0126] Similarly, in yet another aspect, fewer RST markers can be used, or, if RST markers are present throughout, RST markers can be removed from the data stream of page element D. The page element D to be merged with the page element E is divided into rows of blocks. That is, the superblocks are rows. For example, considering page element D (303) of Figure 3, the blocks D1,1 and D1,2 form one row; and the blocks D2,1 and D2,2 form a second row. The data stream of page element D is now modified by including a first RST marker before block D1,1 and a second RST marker before block D2,1. RST markers are spread over page element E only when a new row of blocks starts. With such a scheme, it often is necessary to search for a block which is not preceded by a marker. In this embodiment, search for such a block requires partial decompression, and only of the data stream following the RST marker just before the location where D blocks should be placed (in knockout). Only partial decompression is needed because the actual pixel values are not required—only block boundaries are. In the case of JPEG compression, this partial decompression could be just the Huffman decoding step of JPEG decompression, resulting in a fixed length data stream for each block. This way, one can use the RST markers to skip to the location, but before the block position where replacement starts, and from then on one performs only partial decompression as far as is needed to reach the block position where replacement starts, which takes much less time than complete decompression. This embodiment thus involves a combination of compressed merging and partially compressed merging. Using this embodiment, the number of required RST markers is reduced, increasing the compression ratio, but at the cost of introducing additional time needed for the partial decompression.

**Merging of Line Work Data (including the CT selection Mask)**

[0127] Another feature of the present invention is for the case of page element 201 and page element 203 both comprising line work data. Line work data herein includes the CT selection mask as well as line work as is commonly
understood in graphic arts, including logos, text, and other forms characterized by sharp boundaries. In the preferred embodiments, it is assumed that line work is represented by raster data, that is, in the pixel domain. This is the case, for example, if all page elements are available post RIPing, and preferably pre final screening, a RIPed image in this case comprising pixels, each pixel having four color values, C, M, Y, and K. As with CT data, LW data is merged one separation at a time.

[0128] In the preferred embodiment, the RLE used to compress line work is characterized as follows:

- The raster data is arranged row by row, column by column.
- For each row (or column, in some embodiments), adjacent pixels with equal color are grouped into runs. A run is a data structure defining the color and the number of pixels in the run of that color, that number called the "run length".
- A row (or column in a column-wise embodiment), can be reconstructed by sequentially expanding the runs. Using any index i starting at i=0, for each run defined by pair (c,n), c the color, n the run length, n pixels of color c are generated at the pixels at i, i+1, ..., i+n-1, respectively. Then i is incremented by n, and the next run is expanded.

[0129] As in the case of merging CT data, page element D may be of any shape; that is, available element D may have a mask associated with it. In the case of line work data, in the preferred embodiment, a special color value, called "background" is defined. All pixels not in the background color are, by definition, visible, and all pixels in the background color are invisible.

[0130] To enable merging of the CT selection mask at the same time as the LW data, the LW/CT selection mask is coded in a special way into the LW. In the case that a particular run is a run of CT data and not a run with a flat color, the run color is encoded with a special value to indicate this situation. Like the special color value for the background another special color value is reserved to indicate CT. In one embodiment, the special color value is added with an extra bit to the color, and in another embodiment it is just one free color from the range of unused colors. Contrary to the background color, the special CT indication color is treated in the same way as any other color. With this mechanism, the CT selection mask effectively is compressed with RLE and the merging of the CT selection mask occurs automatically with the LW merging method described herein.

[0131] For merging to occur while the data is compressed, in the preferred embodiment, one uses a method for locating the run that describes the pixel at some given location, denoted (x, y) herein. It will be assumed that the RLE is row by row, that is, along the x-axis. Assume also that one can quickly locate row y in the bitstream, for example, by using a data structure for the bitstream which includes the position in the bitstream of the start of row y. In the particular structure used for a page element file in the preferred embodiment, a header in the file contains an array (a lookup table) with at position y the byte offset of the first data of line y. Using this offset we can skip quickly to the data of that line.

[0132] To locate the run in row y containing pixel x, one sequentially scans the runs in row y, starting with the first run in row y. Index i is used, initially set to zero, to keep track of the current position within a run. At the start of scanning any run, that run length is added to i until i=x. When i>x, the current run contains the pixel at (x, y), and that run starts at the previous i value. No decompression is needed. The only operation required is decoding the bitstream sufficiently to obtain the run length.

[0133] The merging step for line work data is now described. In the preferred embodiment, merging operates row by row, so the merging of only one row will be described with the aid of Figure 8. In Figure 8, only part of the E page element row, denoted 803, is shown. This is the part that contains those runs which either partially or totally overlap with the corresponding row of page element D, that row shown as 805. The four runs of row 803 partially or totally overlapping with 805 are denoted 809, 811, 813, and 815 respectively. All runs of page element row 805 are shown. Runs 817, 821 and 829 are in the background color, so are not visible in the merged image, while runs 819, 823, 825, and 827, shown hatched, are to be merged into row 803 of E. Assume that the row 805 of page element D (203) is to be merged at horizontal position X relative to the start of row 801 of page element E (201). The resulting merged row is shown as row 807 in Figure 8. In the preferred embodiment, the merging operation comprises the following steps:

Starting from the left,

[0134]

- Runs of row 803 of E before the first row 809 of E that partially or totally overlap with the row 805 of D are copied unchanged to the output.
• Runs of row 803 of E that partially or totally overlap with row 805 of D are copied to a temporary storage area as an ordered list. In Figure 8, these copied rows are rows 809, 811, 813, and 815. Each run length in the elements of the ordered list is replaced by the x-coordinate of the first pixel in that run. Referring to Figure 8, the x-coordinate of the first run 811 is obtained as described above using an index \( i \). Coordinates of subsequent runs are obtained by adding run lengths to the x-coordinate of the first run 811 as additional runs are copied. Thus a temporary list is determined, the list including coordinate \( x_i \), at the color of run 809, coordinate \( x_2 \) at the color run of 811, coordinate \( x_3 \) at the color of run 813, and coordinate \( x_{10} \) at the color of run 815. An extra element is now added to the end of the list with the coordinate entry the coordinate of the last pixel of the last run of E, 815, plus 1, and a color "don't care". In Figure 8, the x-coordinate of the additional item is \( x_{13+1} \).

• The row runs of D are copied to a second temporary storage area as a second ordered list, and again, the run lengths in each list element are replaced by the x-coordinate of the start of that run. The first element as x-coordinate \( X_i = x_2 \). Again, an extra item is added to the list, the x-coordinate of the extra item being the coordinate of the last pixel of the last run in page element-row 805, plus one, and the color of the extra element being background. For the situation depicted in Figure 8, the linked list comprises (color of 817, \( x_0 \)), (color of 819, \( x_4 \)), (color of 821, \( x_8 \)), (color of 823, \( x_2 \)), (color of 825, \( x_6 \)), (color of 827, \( x_8 \)), (color of 829, \( x_{11} \)), (background, \( x_{12+1} \)).

• The two ordered lists are merged into a single ordered list and a label is added to each item which describes the origin of that run. The three possible label values are: from the row of E, from the row of D in background color, or from the page element row and not in background color. Denoting these three cases by "f", "vb" and "v", respectively, for the situation illustrated in Figure 8, the colors, x-coordinates and labels in the new merged list are (color of 809, \( x_1 ; f \)), (background, \( x_2 \); vb), (color of 811, \( x_3 ; f \)), (color of 819, \( x_4 ; v \)), (background, \( x_5 \); vb), (color of 813, \( x_6 ; f \)), (color of 823, \( x_7 ; v \)), (color of 825, \( x_8 ; v \)), (color of 827, \( x_9 ; v \)), (color of 815, \( x_{10} ; f \)), (background, \( x_{11} \); vb), (don't care, \( x_{12+1} \); vb), (don't care, \( x_{13+1} \); f).

• The merged list is now scanned in order. For each run encountered, one or more operations of six possible operations is carried out, depending on the label on the current run and the next run. The possible operations are:

  **Advance:** make the next run the current run

  **Delete:** delete the current run, then make the next run the current run

  **Delete Next:** delete the next run

  **Pick Color:** save the color of the current run in a register (i.e., as a saved variable)

  **Apply Color:** replace the color of the current color by the saved color (i.e., by the color in the register)

  Which operations to carry out is described by Table 5.

<table>
<thead>
<tr>
<th>label on current row</th>
<th>label on next screen</th>
</tr>
</thead>
<tbody>
<tr>
<td>f</td>
<td>vb</td>
</tr>
<tr>
<td>vb</td>
<td>v</td>
</tr>
<tr>
<td>v</td>
<td>Apply Color and Advance</td>
</tr>
<tr>
<td>Pick Next Color and Delete Next</td>
<td>Advance</td>
</tr>
</tbody>
</table>

Thus, elements are deleted from the list that are background run starts following a background run, a background run start following a E run or a E run start following a run of D. Also, the colors of some runs of E are stored, and those colors are applied to selected background colors.

In the example of Figure 8, the runs starting as \( x_2, x_{10} \), and \( x_{12+1} \) are deleted. The background color of the run starting at \( x_5 \) is replaced by the color of 811, and the background color of the run starting at \( x_{11} \) is replaced by the color of run 815.

The last run in the list (the run starting at \( x_{13+1} \)) is now deleted. For the example, the list now includes the
following runs: (color of 809, x), (color of 811, x), (color of 819, x), (color of 811, x), (color of 813, x), (color of 823, x), (color of 825, x), (color of 827, x), (color of 815, x).

[0139] At this stage, the x-positions in the list are replaced by the run-lengths; these run lengths determined from successive x-values. Also, any zero-length runs are deleted from the list, and the result is copied as the merged row 807.

[0140] The remaining runs of the row of page element 201 are now copied to the output.

[0141] Thus the line is merged. This is carried out for all lines. It should be noted that in all the above steps, decompression never takes place. Thus, a method of merging compressed line work images without decompressing has been described.

[0142] In another embodiment, transparent overprinting is made possible by appending the run information, being run length and run color, with run alpha. The run alpha is a measure for transparency of the run. When merging two pieces of runs of the same length, one run piece with run color "a" and run alpha "t" on top of another run piece with color b, then the resulting run color is taken to be min((a*t+b*(max_alpha-t))/max_alpha, max_color). Where "max_alpha" is the maximum value of the run alpha and max_color is the maximum color intensity value. In yet another embodiment the color of the resulting run is taken to be just max(a, b). In this context, colors (CMYK) of increasing intensity have increasing color values i.e., for white all color separation values are zero.

[0143] When more than one page element is to be merged with page element 201, for example, there is also an object 207 in addition to element 203, the compressed merging process can be performed, just as in the CT case, by first merging 201 and 203 into an intermediate merged image, and then merging 209 into the intermediate merged image.

Alternatives to Speeding Up the Copying Operations

[0144] In some applications, a large number of customized merged pages may need to be generated based on the same E page element. In such a situation, the same blocks need to be located many times. The page element cache 1011 already has been described.

[0145] In an alternate embodiment of the method of invention, in order to reduce the search time in such a situation, different caching structures alternatively may be used. For example, a block-cache (for CT images) or a run-cache (for line work images) may be used. The block-cache (or run-cache for line work) is implemented as a hash table comprising key-value pairs. A key preferably includes: the identification (an "ID") of the element and the coordinates of a block (or run) in the element. The output of the table using any keypair is the bit position in the data stream (bitstream) of the block (or run) corresponding to the key. If during the merging process, a block that is not already in the block-cache (or run-cache) is encountered, that block (or run) is added to the hash table of the block-cache (or run-cache). Preferably, the "Least Recently Used" ("LRU") strategy many be used to discard old elements from the block-cache (or run-cache). Other strategies may be used. Also, as would be clear to those of ordinary skill in the art, implementations other than a hash table may be used to implement a block-cache (or run-cache) for frequently encountered blocks (or runs) of page element 201. Also, in one embodiment, the block-cache and run-cache schemes can be programmed into any special caching hardware such as cache system 149 in file subsystem 125 of assembler computer system 110 shown in Figure 1.

[0146] For applications where there is a "master" page element and a variable one, always having the same layout, the following implementation for a line cache might be implemented. If we repeatedly put an object of size s_x, s_y on position p_x, p_y on top of master page element m, then we will repeatedly have to seek to the endpoints p_x+s_x of the scanlines p_y to p_y+s_y of object m. So we could cache the byte offsets of the runs that contain that endpoint. In order to be able to retrieve those indexes we must give them a unique id, that can be based on object id m, separation s and position x, y. As with the previously described page element cache 1011 we can clear out all the references of objects that we don't need anymore in the current book.

[0147] When implemented, for example, on assembler computer system 110 of Figure 1, the copying step or steps of compressed merging can be speeded up even further by using what is called a "scatter-gather" direct memory access ("DMA") technique. Such a DMA technique is preferably implemented by a hardware DMA controller (shown as 131 in Figure 1), that is set up with an (address,count)-pair, and has direct access to memory 130, by bypassing the registers of processor 112. DMA controller 131 reads the data from a RAM address by the address value in its address counter, writes this data to a destination, increments its address value and decrements its count. It does so until its counter reaches zero. As these RAM accesses occur directly through hardware such memory copy operations execute a lot faster compared to memory copy operations executed by processor 112 that is commanded by instructions. Typically, DMA controller 131 is set up and started by processor 112 with an (address,count)-pair. When the copy operation is done, DMA controller 131 interrupts the processor 112. In this way processor 112 is involved only for sending each (address, count)-pair to DMA controller 131. In one embodiment, DMA controller 131 has scatter-gather functionality, which means that it is able to access a list in memory containing several, possibly many (address,count)-pairs, DMA controller 131 then executes the copy operations for each of these pairs automatically.
essor 112 is involved even less at the startup for creating a list of pairs and forwarding the start address of the list to DMA controller 131 and at the termination of the last pair of the list.

[0148] In another embodiment of this invention, (address, count)-pairs representing the location and amount of data that needs to be copied from either E or D, as the case may be, are set up and loaded into memory, the start address of the first pair is loaded into DMA controller 131 with scatter-gather capability, and the DMA transfer is commenced. As the copying process occurs using special purpose hardware, the merging process can be significantly speeded up.

Apparatus for Merging

[0149] A schematic illustration of an apparatus for merging page elements into compressed merged data according to an aspect of the present invention is shown in Figure 14. The apparatus comprises a first storage device 1401 where images, preferably raster images of individual page elements or groups of page elements, are stored in a compressed format. In a second storage device 1402 a page composition script is stored. This page composition script specifies the identifiers and the positions of the page elements or groups of page elements which are to be included on the compressed merged data to be formed. The compressed merged data may represent a complete page or part of a page. On the basis of what is specified by the page composition script (also called the page merge script and page layout script), merging means 1403 retrieve compressed data of the individual page elements or the groups of page elements stored in the first storage device 1401, and merge them according to the page composition script into compressed merged data. No decompression has been carried out in order to obtain the compressed merged data.

[0150] Storage devices 1401 and 1402 may be part of the file storage system 125 of assembler computer system 110 of Figure 1. In the preferred embodiment, storage device 1401 is a RAID subsystem in file system 125, and storage device 1402 is a disk drive. Alternatively, storage device 1401 may be a large high speed buffer memory device comprising a large amount of RAM for storing the raster images of individual page elements or groups of page elements in a compressed format, so that this data is rapidly available for processing.

[0151] The merging means 1403 may be implemented as software running on processor 112, or a piece of hardware circuitry, which may include a separate processor, for carrying out the function. If the merging means 1403 include a processor and a memory, said memory includes a set of computer instructions running on said processor. This set of computer instructions causes the processor to read the page composition script and to retrieve the page elements as specified in the page composition script. Merging means 1403 may also include a DMA controller with or without scatter-gather capability for speeding up the merging as described above.

[0152] Decompressing means 1404 also may be added, and implemented as software running on processor 112, or as a piece of hardware circuitry, which may include a separate processor, for decompressing the compressed merged data in order to have it printed. If the decompressing means 1404 include a processor and a memory, the memory includes a set of computer instructions running on the processor. This set of computer instructions causes the processor to decompress the compressed merged data.

[0153] In cases when different compression schemes are used for line work and picture data, in one embodiment, the merging means is duplicated, and in another the merging means has two operating modes, depending on the encountered format.

[0154] The preferred embodiments of the method and apparatus of the present invention have been described assuming, as an example, JPEG compression for CT data and RLE for line work. The method and apparatus disclosed are not restricted to these particular compressibility formats. They can be used with any compression format as long as the format allows insertion of bitstreams representing compressed image representations into a similarly formatted bitstream. Where these bitstreams should be inserted can then be specified by a marker (when the compression format allows) or a pointer (kept separate from the format).

Claims

1. A method of generating a page for an output printing device (1019), the method including the steps of

(a) preparing a plurality of page elements to be combined on the page, each page element in the form of a corresponding page element description;

(b) RIPping and compressing the page element description of the page elements to form compressed rasterized page elements;

(c) storing the compressed rasterized page elements in a page element store (1013);
(d) generating a page layout script (1103) by specifying the positioning and overprint order of merging and type of merging for the page elements on the page,

(e) merging the page elements according to the page layout script (1103), the merging generating compressed image data that represents the page, the merging occurring substantially in the compressed domain;

(f) decompressing the compressed image data into raster image data; and

(g) printing the raster image data on the output printing device (1019).

2. The method according to claim 1 wherein one of the page elements includes line work data.

3. The method according to claim 1 wherein one of the page elements includes continuous tone, CT, data.

4. The method according to claim 1 wherein one of the page elements includes continuous tone, CT, data.

5. The method according to claim 4 wherein the CT data-containing page element also includes associated mask data to define a mask around the CT data.

6. The method according to claim 5 wherein the CT data-containing page element also includes line work data, and wherein the RIPv and compressing step of the page element description of the CT data-containing page element comprises:

   (i) RIPv the page element description into line work raster data (907) and CT raster data (909),

   (ii) compressing the line work raster data (907) using a line work compression method to form compressed line work data, and

   (iii) compressing the CT raster data (909) using a CT compression method to form compressed CT data, the compressed rasterized page element determined from page element description of the CT data-containing page element including the compressed line work data, the compressed CT data and the mask data.

7. The method according to claim 6 wherein the CT selection mask is in compressed form in the compressed rasterized page element determined from the page element description of the CT data-containing page element.

8. The method according to any of claims 5 to 7 wherein said step (e) of merging further includes

   (i) merging the mask data for all page elements that include CT data to form compressed mask data

   (ii) merging the compressed line work data of all the page elements that include line work data to form compressed merged line work data, and

   (iii) merging the compressed CT data of all the page elements that include CT data to form compressed merged CT data, the merging of mask data, compressed line work data and compressed CT data occurring substantially in the compressed image domain.

9. The method according to claim 8 wherein the step (f) of decompressing comprises:

   (i) decompressing the compressed merged CT data to form decompressed merged CT data,

   (ii) decompressing the compressed merged line work data to form decompressed merged line work data, and

   (iii) combining the decompressed merged line work data and the decompressed merged CT data to form the raster image data.
10. The method according to claim 6, wherein the step (e) of merging further includes:

(i) merging the mask data for all page elements that include CT data to form a merged CT selection mask,

(ii) merging the compressed line work data of all the page elements that include line work data to form compressed merged line work data, and

(iii) merging the compressed CT data of all the page elements that include CT data to form compressed merged CT data,

wherein the merging of mask data, compressed line work data and compressed CT data occurs substantially in the compressed image domain; and wherein the step (f) of decompressing comprises:

(i) decompressing the compressed merged CT data to form decompressed merged CT data,

(ii) decompressing the compressed merged line work data to form decompressed merged line work data, and

(iii) combining the decompressed line work data and the decompressed CT data, the combining comprising selecting pixels for printing step (g) from the decompressed merged line work data or decompressed merged CT data according to the value of the merged CT selection mask.

11. The method according to any of claims 5 to 10 wherein the line work compression method is a run length encoding method (RLE).

12. The method according to any of claims 4 to 11 wherein the CT compression method is a block based method.

13. The method according to claim 12 wherein the block based method is JPEG.

14. The method according to any of claims 1 to 13 wherein step (b) of RIPping and compressing includes adding location data to the compressed rasterized page elements, the location data enabling quickly locating a desired location in the compressed page element.

15. The method according to any of claims 11 to 14 wherein the compressing the line work data in said step (b) of RIPping and compressing includes adding location data to the compressed line work data to enable quickly locating a desired location in the compressed line work data, the line work location data including a lookup table containing an offset to the beginning of each row of line work data.

16. The method according to any of claims 13 to 15 wherein the compressing of the CT data in said step (b) of RIPping and compressing includes adding location data to the compressed CT data to enable quickly locating a desired location in the compressed CT data, the CT location data including restart markers in the JPEG data forming the compressed CT data.

17. The method according to any of claims 12 to 16 wherein the relative positioning of CT data to be merged is on the boundaries of the blocks defined by the CT compression method.

18. The method according to claim 17 wherein step (e)(iii) of merging the CT data includes repositioning the CT data so that merging occurs on CT block boundaries.

19. The method according to any of claims 5 to 18 wherein the line work data is at a line work resolution and the CT data is at a CT resolution, the line work resolution being the same as the CT resolution.

20. The method according to any of claims 5 to 18 wherein the line work data is at a line work resolution and the CT data is at a CT resolution, the line work resolution being different from the CT resolution and being at the resolution of the output printing device.

21. The method according to any of claims 13 to 20 wherein the JPEG method uses a set of one or more quantization
tables, each quantization table corresponding to a corresponding compression quality.

22. The method according to claim 21 wherein the set of quantization tables includes a plurality of compensation tables that are related to each other by a set of relationships designed for making re-quantization computationally efficient.

23. The method according to any of claims 4 to 22 wherein the mask around the CT data defines the shape of the CT data of the page element.

24. The method according to claim 23 wherein the mask is a bit map.

25. The method according to claim 23 wherein the mask is a dipping path.

26. An apparatus for merging a plurality of page elements into compressed merged image data, the apparatus comprising:

(a) a first storage device (1401) where a set of page elements including the plurality of page elements are stored in a compressed format;

(b) a second storage device (1402) in which is stored a page layout script, the page layout script specifying the positioning and overprint order of merging and type of merging for the page elements on the page; and

(c) a merge system (1043) including:

(i) means for retrieving the compressed data of the individual page elements stored in the first storage device according to the page layout script, and

(ii) means for merging the retrieved page elements according to the page layout script into the compressed merged data, the merging is substantially performed in the compressed domain so that substantially no decompression takes place.

27. The apparatus for merging according to claim 26 wherein the first storage device (1041) is a RAID system.

28. The apparatus for merging according to claim 26 wherein at least one of the storage devices (1041;1042) is a memory and wherein the merge system (1043) includes one or more processors and a set of software programming instructions which when run on one of the processors cause the processor to read the page layout script, wherein the retrieval means includes retrieval programming instructions which retrieve the compressed data when run on one of the processors, and wherein the merging means includes merging programming instructions which merge the compressed data when run on one of the processors.

29. The apparatus for merging according to any of claims 26 to 28 further comprising:

(d) decompressing means (1404) for decompressing the compressed merged data into printing data for printing on an output printing device (1019).

30. The apparatus for merging according to any of claims 26 to 29 wherein one of the plurality of page elements includes line work data compressed using a line work compression method and wherein one of the plurality of page elements includes continuous tone, CT, data compressed using a CT compression method.

31. A system for merging page elements onto a page to form merged page data and for printing the merged data on an output printing device (1019), the output printing device including print heads operating at a print rate, the system including:

(a) a raster image processor, RIP, (1009) to form compressed rasterized page element data from page element data;

(b) a page element store (1013) for storing the compressed rasterized page element data;

(c) a merge system (1015) for running a page layout script (1103), the page layout script (1103) specifying the
positioning and overprint order of merging and type of merging for the page elements on each of a set of pages, the merge system (1015) including:

(i) a read subsystem for retrieving compressed rasterized page element data from the page element store according to the page layout script, and

(ii) a merger for merging the retrieved compressed data according to the page layout script, the merging is substantially performed in the compressed domain and forming merged compressed data; and

(d) a decompressor to form decompressed page data from the merged compressed data.

32. The system according to claim 31 wherein the page element data is in a page description language.

33. The system according to any of claims 31 or 32 wherein the compressed rasterized page element data includes line work compressed data compressed according to a line work compression scheme and continuous tone, CT, compressed data compressed according to a CT compression scheme, the read subsystem retrieving line work compressed data and CT compressed data, and the merger merging the retrieved line work compressed data into line work merged compressed data and the retrieved CT compressed data into CT merged compressed data according to the page layout script.

34. The system according to any of claims 31 to 33 wherein the page element store (1013) is a random array of independent disks, RAID, system.

35. The system according to any of claims 33 or 34 wherein the read system retrieves the line work compressed data and the CT compressed data into a page element cache (1011), and wherein the merger obtains the line work compressed data and the CT compressed data as required by the page layout script from the page element cache.

36. The system according to any of claims 33 to 35 wherein the compressed rasterized page element data is unscreened.

37. The system according to any of claims 33 to 36 wherein the compressed rasterized page element data is separated into printing colors.

38. The system according to any of claims 35 to 37 wherein the page element cache (1011) is a memory.

39. The system according to any of claims 31 to 38 wherein the merge system includes sets of programming instructions running on one or more processors, each set of instructions operating as a thread, each thread having an associated memory arranged as an associated input buffer and an associated output buffer, each thread using data from its associated input thread and loading data into its associated output thread.

40. The system according to any of claims 33 to 39 wherein the decompressor decompresses the line work merged compressed data into decompressed line work page data and the CT merged compressed data into decompressed CT page data.

41. The system according to claim 40 further comprising

(e) a combiner which combines the decompressed line work page data and the decompressed CT page data into printing data and feeds the printing data to the print heads of the output printing device at the print rate required by the print heads.

42. The system according to any of claims 36 to 41 wherein the decompressor decompresses the line work merged compressed data into decompressed line work page data and the CT merged compressed data into decompressed CT page data, the system further including a combiner/screener which combines the decompressed line work page data and the decompressed CT page data into page data, screens the page data and feeds the screened page data to the print heads of the output printing device at the print rate required by the print heads.

43. The system according to any of claims 33 to 42 wherein the line work compression scheme is a run length encoding
scheme and the CT compression scheme is a JPEG compression scheme.

44. The system according to any of claims 35 to 43 wherein the read system comprises a set of programming instructions that when loaded into a processor memory of a processor and run on the processor, carry out a set of steps including, for each page specified in the page layout script,

- for each page element of the specified page, checking if the page element is already present in the page element cache and loading into the page element cache each page element that is not yet present in the page element cache, the loading comprising:
  - checking if there is enough free space in the page element cache and if not, waiting until space is freed by the merger or until a particular number of pages have all page elements are all in the page element cache,
  - if the number of pages whose page elements are in the page element cache is less than the particular number and if there still is not enough space in the page element cache, removing page elements from the page element cache according to a removal criterion, and
  - allocating space in the page element cache and loading the page element into the page element cache.

Patentansprüche

1. Verfahren zum Erzeugen einer Seite für ein Ausgabedruckgerät (1019), wobei das Verfahren den folgenden Schritten aufweist:

   (a) Vorbereiten einer Vielzahl von Seitenelementen, die auf der Seite kombiniert werden sollen, wobei jedes Seitenelement in Form einer entsprechenden Seitenelementbeschreibung vorliegt;

   (b) Rastern und Komprimieren der Seitenelementbeschreibung der Seitenelemente, um komprimierte gerasterte Seitenelemente zu bilden;

   (c) Speichern der komprimierten gerasterten Seitenelemente in einem Seitenelementspeicher (1013);

   (d) Erzeugen eines Seitenlayoutskripts (1103) durch Spezifizieren der Positionierung und Überdruckreihenfolge des Zusammenführens und der Art des Zusammenführens für die Seitenelemente auf der Seite;

   (e) Zusammenführen der Seitenelemente gemäß dem Seitenlayoutskript (1103), wobei das Zusammenführen komprimierte Bilddaten erzeugt, die die Seite darstellen, wobei das Zusammenführen im wesentlichen im komprimierten Bereich stattfindet;

   (f) Dekomprimieren der komprimierten Bilddaten zu Rasterbilddaten; und

   (g) Drucken der Rasterbilddaten auf dem Ausgabedruckgerät (1019).

2. Verfahren nach Anspruch 1, wobei eines der Seitenelemente Linienarbeitsdaten enthält.

3. Verfahren nach Anspruch 1, wobei eines der Seitenelemente Kontondaten (CT-Daten) enthält.

4. Verfahren nach Anspruch 3, wobei das CT-Daten enthaltende Seitenelement außerdem zugeordnete Maskendaten zum Definieren einer Maske um die CT-Daten enthält.

5. Verfahren nach Anspruch 4, wobei das CT-Daten enthaltende Seitenelement außerdem Linienarbeitsdaten enthält und wobei der Schritt des Rasterns und Komprimierens der Seitenelementbeschreibung des CT-Daten enthaltenen Seitenelements folgendes umfaßt:

   (i) Rastern der Seitenelementbeschreibung in Linienarbeits-Rasterdaten (907) und CT-Rasterdaten (909).
(ii) Komprimieren der Linienarbeits-Rasterdaten \((907)\) unter Verwendung eines Linienarbeits-Komprimierungsverfahrens, um komprimierte Linienarbeitsdaten zu bilden, und

(iii) Komprimieren der CT-Rasterdaten \((909)\) unter Verwendung eines CT-Komprimierungsverfahrens, um komprimierte CT-Daten zu bilden,

wobei das aus der Seitenelementbeschreibung des CT-Daten enthaltenden Seitenelements bestimmte komprimierte gerasterte Seitenelement die komprimierten Linienarbeitsdaten, die komprimierten CT-Daten und die Maske enthalten.

6. Verfahren nach Anspruch 5, wobei das aus dem CT-Daten enthaltenen Seitenelement bestimmte komprimierte Seitenelement außerdem eine CT-Auswahlmaske \((943)\) enthält, wobei die CT-Auswahlmaske \((943)\) jedes Pixel in dem Seitenelement als ein Linienarbeitspixel oder ein CT-Pixel identifiziert.

7. Verfahren nach Anspruch 6, wobei die CT-Auswahlmaske in komprimierter Form in dem komprimierten gerasterten Seitenelement vorliegt, das aus der Seitenelementbeschreibung des CT-Daten enthaltenden Seitenelements bestimmt wurde.

8. Verfahren nach einem der Ansprüche 5 bis 7, wobei der Schritt \((e)\) des Zusammenführens weiterhin folgendes umfaßt:

(i) Zusammenführen der Maskendaten für alle Seitenelemente, die CT-Daten enthalten, um komprimierte Maskendaten zu bilden.

(ii) Zusammenführen der komprimierten Linienarbeitsdaten aller Seitenelemente, die Linienarbeitsdaten enthalten, um komprimierte zusammengeführte Linienarbeitsdaten zu bilden, und

(iii) Zusammenführen der komprimierten CT-Daten aller Seitenelemente, die CT-Daten enthalten, um komprimierte zusammengeführte CT-Daten zu bilden,

wobei das Zusammenführen von Maskendaten, komprimierten Linienarbeitsdaten und komprimierten CT-Daten im wesentlichen im komprimierten Bildbereich stattfindet.

9. Verfahren nach Anspruch 8, wobei der Schritt \((f)\) des Dekomprimierens folgendes umfaßt:

(i) Dekomprimieren der komprimierten zusammengeführten CT-Daten, um dekomprimierte zusammengeführte CT-Daten zu bilden,

(ii) Dekomprimieren der komprimierten zusammengeführten Linienarbeitsdaten, um dekomprimierte zusammengeführte Linienarbeitsdaten zu bilden, und

(iii) Kombinieren der dekomprimierten zusammengeführten Linienarbeitsdaten und der dekomprimierten zusammengeführten CT-Daten, um die Rasterbilddaten zu bilden.

10. Verfahren nach Anspruch 6, wobei der Schritt \((e)\) des Zusammenführens weiterhin folgendes umfaßt:

(i) Zusammenführen der Maskendaten für alle Seitenelemente, die CT-Daten enthalten, um eine zusammengeführte CT-Auswahlmaske zu bilden,

(ii) Zusammenführen der komprimierten Linienarbeitsdaten aller Seitenelemente, die Linienarbeitsdaten enthalten, um komprimierte zusammengeführte Linienarbeitsdaten zu bilden, und

(iii) Zusammenführen der komprimierten CT-Daten aller Seitenelemente, die CT-Daten enthalten, um komprimierte zusammengeführte CT-Daten zu bilden,

wobei das Zusammenführen von Maskendaten, komprimierten Linienarbeitsdaten und komprimierten CT-Daten im wesentlichen im komprimierten Bildbereich stattfindet; und
wobei der Schritt (f) des Dekomprimierens folgendes umfaßt:

(i) Dekomprimieren der komprimierten zusammengeführten CT-Daten, um dekomprimierte zusammengeführte CT-Daten zu bilden,

(ii) Dekomprimieren der komprimierten zusammengeführten Linienarbeitsdaten, um dekomprimierte zusammengeführte Linienarbeitsdaten zu bilden, und

(iii) Kombinieren der dekomprimierten Linienarbeitsdaten und der dekomprimierten CT-Daten, wobei das Kombinieren das Auswählen von Pixeln für den Druckschritt (g) aus den dekomprimierten zusammengeführten Linienarbeitsdaten oder den dekomprimierten zusammengeführten CT-Daten gemäß dem Wert der zusammengeführten CT-Auswahlmaske umfaßt.

11. Verfahren nach einem der Ansprüche 5 bis 10, wobei das Linienarbeits-Komprimierungsverfahren ein Verfahren der Lauflängencodierung (RLE) ist.

12. Verfahren nach einem der Ansprüche 4 bis 11, wobei das CT-Komprimierungsverfahren ein auf Blöcken basierendes Verfahren ist.

13. Verfahren nach Anspruch 12, wobei das auf Blöcken basierende Verfahren JPEG ist.

14. Verfahren nach einem der Ansprüche 1 bis 13, wobei der Schritt (b) des Rasterns und Komprimierens das Hinzufügen von Positionsdaten zu den komprimierten gerasterten Seitelementen umfaßt, wobei die Positionsdaten ein schnelles Finden einer gewünschten Position in dem komprimierten Seitelement ermöglichen.

15. Verfahren nach einem der Ansprüche 11 bis 14, wobei das Komprimieren der Linienarbeitsdaten im Schritt (b) des Rasterns und Komprimierens umfaßt, Linienarbeits-Positionsdaten zu den komprimierten Linienarbeitsdaten hinzuzufügen, um schnell eine gewünschte Position in den komprimierten Linienarbeitsdaten finden zu können, wobei die Linienarbeits-Positionsdaten eine Nachschlagetabelle mit einem Offset zum Anfang jeder Zeile von Linienarbeitsdaten enthalten.

16. Verfahren nach einem der Ansprüche 13 bis 15, wobei das Komprimieren der CT-Daten im Schritt (b) des Rasterns und Komprimierens umfaßt, CT-Positionsdaten zu den komprimierten CT-Daten hinzuzufügen, um schnell eine gewünschte Position in den komprimierten CT-Daten finden zu können, wobei die CT-Positionsdaten Neustartmarkierungen in den die komprimierten CT-Daten bildenden JPEG-Daten enthalten.

17. Verfahren nach einem der Ansprüche 12 bis 16, wobei das relative Positionieren von zusammenzuführenden CT-Daten an den Grenzen der Blöcke erfolgt, die durch das CT-Komprimierungsverfahren definiert werden.

18. Verfahren nach Anspruch 17, wobei der Schritt (e)(iii) des Zusammenführens der CT-Daten eine dergestaltige Umpositionierung der CT-Daten umfaßt, daß das Zusammenführen an CT-Blockgrenzen erfolgt.

19. Verfahren nach einem der Ansprüche 5 bis 18, wobei die Linienarbeitsdaten eine Linienarbeitsdatenauflosung und die CT-Daten eine CT-Datenauflosung aufweisen, wobei die Linienarbeitsdatenauflosung mit der CT-Datenauflosung übereinstimmt.

20. Verfahren nach einem der Ansprüche 5 bis 18, wobei die Linienarbeitsdaten eine Linienarbeitsdatenauflosung und die CT-Daten eine CT-Datenauflosung aufweisen, wobei die Linienarbeitsdatenauflosung von der CT-Datenauflosung verschieden ist und mit der Auflösung des Ausgabedruckgeräts übereinstimmt.

21. Verfahren nach einem der Ansprüche 13 bis 20, wobei das JPEG-Verfahren eine Menge von einer oder mehreren Quantisierungstabellen verwendet, wobei jede Quantisierungstabelle einer entsprechenden Komprimierungsqualität entspricht.

22. Verfahren nach Anspruch 21, wobei die Menge von Quantisierungstabellen mehrere Kompensationstabellen enthält, die durch eine Menge von Beziehungen miteinander zusammenhängen, die so ausgelegt sind, daß das Umquantisieren rechnerisch effizient wird.
23. Verfahren nach einem der Ansprüche 4 bis 22, wobei die Maske um die CT-Daten die Gestalt der CT-Daten des Seitenelements definiert.

24. Verfahren nach Anspruch 23, wobei die Maske eine Bitmap ist.

25. Verfahren nach Anspruch 23, wobei die Maske ein Clipping-Weg ist.

26. Vorrichtung zum Zusammenführen mehrerer Seitenelemente zu komprimierten zusammengeführten Bilddaten, umfassend:
   (a) ein erstes Speichergerät (1401), in dem ein Satz von Seitenelementen, der die Vielzahl von Seitenelementen enthält, in einem komprimierten Format gespeichert wird;
   (b) ein zweites Speichergerät (1402), in dem ein Seitenlayoutskript gespeichert wird, wobei das Seitenlayoutskript die Positionierung und Überdruckreihenfolge des Zusammenführens und die Art des Zusammenführens für die Seitenelemente auf der Seite spezifiziert; und
   (c) ein Zusammenführungssystem (1043), das folgendes enthält:
      (i) eine Einrichtung zum Abrufen der komprimierten Daten der einzelnen Seitenelemente, die in dem ersten Speichergerät gespeichert sind, gemäß dem Seitenlayoutskript, und
      (ii) eine Einrichtung zum Zusammenführen der abgerufenen Seitenelemente gemäß dem Seitenlayoutskript zu den komprimierten zusammengeführten Daten, wobei das Zusammenführen im wesentlichen im komprimierten Bereich durchgeführt wird, so daß im wesentlichen keine Dekomprimierung stattfindet.

27. Vorrichtung zum Zusammenführen nach Anspruch 26, wobei das erste Speichergerät (1041) ein RAID-System ist.

28. Vorrichtung zum Zusammenführen nach Anspruch 26, wobei mindestens eines der Speichergeräte (1041; 1042) ein Speicherbaustein ist und wobei das Zusammenführungssystem (1043) einen oder mehrere Prozessoren und einen Satz von Software-Programmierbefehlen enthält, die, wenn sie auf einem der Prozessoren ausgeführt werden, bewirken, daß der Prozessor das Seitenlayoutskript liest, wobei das Abrufmittel Abruf-Programmierbefehle enthält, die die komprimierten Daten abrufen, wenn sie auf einem der Prozessoren ausgeführt werden, und wobei die Zusammenführungseinrichtung Zusammenführungs-Programmierbefehle enthält, die die komprimierten Daten zusammenführen, wenn sie auf einem der Prozessoren ausgeführt werden.

29. Vorrichtung zum Zusammenführen nach einem der Ansprüche 26 bis 28, weiterhin umfassend:
   (d) ein Dekomprimierungsmittel (1404) zum Dekomprimieren der komprimierten zusammengeführten Daten zu Druckdaten, die auf einem Ausgabedruckgerät (1019) ausgedruckt werden können.

30. Vorrichtung zum Zusammenführen nach einem der Ansprüche 26 bis 29, wobei eines der mehreren Seitenelemente unter Verwendung eines Linienarbeits-Komprimierungsverfahrens komprimierte Linienarbeitsdaten enthält und wobei eines der mehreren Seitenelemente mit einem CT-Komprimierungsverfahren komprimierte Kontodaten (CT-Daten) enthält.

31. System zum Zusammenführen von Seitenelementen auf einer Seite, um zusammengeführte Seitendaten zu bilden, und zum Ausdrucken der zusammengeführten Daten auf einem Ausgabedruckgerät (1019), wobei das Ausgabedruckgerät mit einer Druckgeschwindigkeit arbeitende Druckköpfe enthält, wobei das System folgendes enthält:
   (a) einen Rasterbildprozessor (RIP) (1009) zur Bildung komprimierter gerasterter Seitenelementdaten aus Seitenelementdaten;
   (b) einen Seitenelementspeicher (1013) zum Speichern der komprimierten gerasterten Seitenelementdaten;
   (c) ein Zusammenführungssystem (1015) zum Ausführen eines Seitenlayoutskripts (1103), wobei das Seitenlayoutskript (1103) die Positionierung und Überdruckreihenfolge des Zusammenführens und die Art des Zusamm...
menführens für die Seitenelemente auf jeder eines Satzes von Seiten spezifiziert, mit:

(i) einem Lese-Subsystem zum Abrufen komprimierter gerasterter Seitenelementdaten aus dem Seiten-
elementspeicher gemäß dem Seitenlayoutskript und

(ii) einem Zusammenführer zum Zusammenführen der abgerufenen komprimierten Daten gemäß dem
Seitenlayoutskript, wobei das Zusammenführen im wesentlichen im komprimierten Bereich durchgeführt
wird, und zum Bilden zusammengeführter komprimierter Daten; und

(d) einen Dekomprimierer zur Bildung dekomprimierter Seitendaten aus den zusammengeführten komprimier-
ten Daten.

32. System nach Anspruch 31, wobei die Seitenelementdaten in einer Seitenbeschreibungssprache vorliegen.

33. System nach einem der Ansprüche 31 oder 32, wobei die komprimierten gerasterten Seitenelementdaten gemäß
einem Linienarbeits-Komprimierungsverfahren komprimierte komprimierte Linienarbeitsdaten und gemäß einem
CT-Komprimierungsverfahren komprimierte komprimierte Konton-(CT-)Daten enthalten, wobei das Lese-Subsy-
stem komprimierte Linienarbeitsdaten und komprimierte CT-Daten abruft und der Zusammenfüh-
rer gemäß dem Seitenlayoutskript die abgerufenen komprimierten Linienarbeitsdaten zu zusammengeführten Lin-
ienarbeitsdaten und die abgerufenen komprimierten CT-Daten zu zusammengeführten komprimierten CT-Daten
zusammenführt.

34. System nach einem der Ansprüche 31 bis 33, wobei der Seitenelementspeicher (1013) ein Direktzugriffsarraysy-
stem unabhängiger Platten (RAID-System) ist.

35. System nach einem der Ansprüche 33 oder 34, wobei das Lesesystem die komprimierten Linienarbeitsdaten und
die komprimierten CT-Daten in einem Seitenarbeits-Cache-Speicher (1011) abruft und wobei der Zusammenfüh-
rer die komprimierten Linienarbeitsdaten und die komprimierten CT-Daten so aus dem Seitenarbeits-Cache-
Speicher erhält, wie es das Seitenlayoutskript erfordert.

36. System nach einem der Ansprüche 33 bis 35, wobei die komprimierten gerasterten Seitenelementdaten unges-
creent sind.

37. System nach einem der Ansprüche 33 bis 35, wobei die komprimierten gerasterten Seitenelementdaten in Druck-
farben aufgetrennt werden.

38. System nach einem der Ansprüche 35 bis 37, wobei der Seitenarbeits-Cache-Speicher (1011) ein Speicherbau-
stein ist.

39. System nach einem der Ansprüche 31 bis 38, wobei das Zusammenführungssystem auf einem oder mehreren
Prozessoren ausgeführte Sätze von Programmierungsbefehlen enthält, wobei jeder Satz von Befehlen als ein Faden
wirkt, wobei jeder Faden einen zugeordneten Speicher aufweist, der als ein zugeordneter Eingangspuffer und als
ein zugeordneter Ausgangspuffer angeordnet ist, wobei jeder Faden Daten aus seinem zugeordneten Eingangs-
faden verwendet und Daten in seinen zugeordneten Ausgangsfaden lädt.

40. System nach einem der Ansprüche 33 bis 39, wobei der Dekomprimierer die zusammengeführten komprimierten
Linienarbeitsdaten zu dekomprimierten Linienarbeitsseitendaten und die zusammengeführten komprimierten
CT-Daten zu dekomprimierten CT-Seitendaten dekomprimiert.

41. System nach Anspruch 40, weiterhin umfassend:

(e) einen Kombinierer, der die dekomprimierten Linienarbeitsseitendaten und die dekomprimierten CT-Seiten-
daten zu Druckdaten kombiniert und die Druckdaten den Druckköpfen des Ausgabedruckgeräts mit der von
den Druckköpfen erforderten Druckgeschwindigkeit zuführt.

42. System nach einem der Ansprüche 36 bis 41, wobei der Dekomprimierer die zusammengeführten komprimierten
Linienarbeitsdaten zu dekomprimierten Linienarbeitsseitendaten und die zusammengeführten komprimierten
CT-Daten zu dekomprimierten CT-Seitendaten dekomprimiert, wobei das System weiterhin einen Kombinierer/
Screener enthält, der die dekomprimierten Linienarbeitssitendaten und die dekomprimierten CT-Sitendaten zu Seitendaten kombiniert, die Seitendaten screent und die gescreenten Seitendaten den Druckköpfen des Ausgabedruckgeräts mit der von den Druckköpfen erforderten Druckgeschwindigkeit zuführt.

43. System nach einem der Ansprüche 33 bis 42, wobei das Linienarbeits-Komprimierungsverfahren ein Lauflängencodierungsverfahren und das CT-Komprimierungsverfahren ein JPEG-Komprimierungsverfahren ist.

44. System nach einem der Ansprüche 35 bis 43, wobei das Lesesystem eine Menge von Software-Programmierbefehlen enthält, die, wenn sie in einen Prozessorspeicher eines Prozessors geladen und auf dem Prozessor ausgeführt werden, einen Satz von Schritten ausführen, der für jede in dem Seitenlayoutsript spezifizierte Seite folgendes umfaßt:

* für jedes Seitenelement der spezifizierten Seite: Prüfen, ob sich das Seitenelement bereits in dem Seitenelement-Cache-Speicher befindet, und Laden jedes Seitenelements, das sich noch nicht in dem Seitenelement-Cache-Speicher befindet in dem Seitenelement-Cache-Speicher, wobei das Laden folgendes umfaßt:

  - Prüfen, ob es genug freien Platz in dem Seitenelement-Cache-Speicher gibt, und wenn nicht, Warten, bis der Zusammenführer Platz freigibt oder bis bei einer bestimmten Anzahl von Seiten alle Seitenelemente befinden sich in dem Seitenelement-Cache-Speicher,

  - wenn die Anzahl von Seiten, deren Seitenelemente sich in dem Seitenelement-Cache-Speicher befinden, kleiner als die bestimmte Anzahl ist und wenn es immer noch nicht genug freien Platz in dem Seitenelement-Cache-Speicher gibt, Entfernen von Seitenelementen aus dem Seitenelement-Cache-Speicher gemäß einem Entfernungskriterium und


Revendications

1. Procédé pour produire une page pour un dispositif d'impression de sortie (1019), le procédé comprenant les étapes consistant à :

   (a) préparer une pluralité d'éléments de page à combiner sur la page, chaque élément de page étant sous la forme d'une description d'élément de page correspondante ;

   (b) tramer et comprimer la description d'élément de page des éléments de page pour former des éléments de page tramés comprimés ;

   (c) stocker les éléments de page tramés comprimés dans une mémoire d'élément de page (1013) ;

   (d) produire un scénario de disposition de page (1103) en spécifiant le positionnement et l'ordre de surimpression de fusion et le type de fusion pour les éléments de page sur la page ;

   (e) fusionner les éléments de page selon le scénario de disposition de page (1103), la fusion produisant des données d'image comprimées qui représentent la page, la fusion se produisant sensiblement dans le domaine comprimé ;

   (f) décompresser les données d'image comprimées en données d'image tramées ; et

   (g) imprimer les données d'image tramées sur le dispositif d'impression de sortie (1019).

2. Procédé selon la revendication 1, dans lequel l'un des éléments de page comprend des données de travail de ligne.

3. Procédé selon la revendication 1, dans lequel l'un des éléments de page comprend des données de teinte continue, CT.

4. Procédé selon la revendication 3, dans lequel l'élément de page contenant des données CT comprend également des données de masque associées pour définir un masque autour des données CT.

5. Procédé selon la revendication 4, dans lequel l'élément de page contenant des données CT comprend également des données de travail de ligne, et dans lequel l'étape de tramage et de compression de la description d'élément de page de l'élément de page contenant des données CT comprend :
(i) le tramage de la description d'élément de page en données tramées de travail de ligne (907) et en données tramées CT (909),
(ii) la compression des données tramées de travail de ligne (907) en utilisant un procédé de compression de travail de ligne pour former des données de travail de ligne comprimées, et
(iii) la compression des données tramées CT (909) en utilisant un procédé de compression CT pour former des données CT comprimées, l'élément de page tramé comprimé déterminé à partir de la description d'élément de page de l'élément de page contenant des données CT comprenant les données de travail de ligne comprimées, les données CT comprimées et les données de masque.

6. Procédé selon la revendication 5 dans lequel l’élément de page comprimé déterminé à partir de l’élément de page contenant des données CT comprend également un masque de sélection CT (943), le masque de sélection CT (943) identifiant chaque élément d’image dans l’élément de page comme un élément d’image de travail de ligne ou un élément d’image CT.

7. Procédé selon la revendication 6, dans lequel le masque de sélection CT est sous forme comprimée dans l’élément de page tramé comprimé déterminé à partir de la description d’élément de page de l’élément de page contenant des données CT.

8. Procédé selon l’une quelconque des revendications 5 à 7, dans lequel ladite étape de fusion (e) comprend de plus :
   (i) la fusion des données de masque pour tous les éléments de page qui comprennent des données CT pour former des données de masque comprimées,
   (ii) la fusion des données de travail de ligne comprimées de tous les éléments de page qui comprennent des données de travail de ligne pour former des données de travail de ligne fusionnées comprimées, et
   (iii) la fusion des données CT comprimées de tous les éléments de page qui comprennent des données CT pour former des données CT fusionnées comprimées,
   la fusion de données de masque, de données de travail de ligne comprimées et de données CT comprimées se produisant sensiblement dans le domaine d’image comprimé.

9. Procédé selon la revendication 8, dans lequel l’étape de décompression (f) comprend :
   (i) la décompression des données CT fusionnées comprimées pour former des données CT fusionnées décompressées,
   (ii) la décompression des données de travail de ligne fusionnées comprimées pour former des données de travail de ligne fusionnées décompressées, et
   (iii) la combinaison des données de travail de ligne fusionnées décompressées et des données CT fusionnées décompressées pour former des données d’image tramées.

10. Procédé selon la revendication 6, dans lequel l’étape de fusion (e) comprend de plus :
   (i) la fusion des données de masque pour tous les éléments de page qui comprennent des données CT pour former un masque de sélection CT fusionné,
   (ii) la fusion des données de travail de ligne comprimées de tous les éléments de page qui comprennent des données de travail de ligne pour former des données de travail de ligne fusionnées comprimées, et
   (iii) la fusion des données CT comprimées de tous les éléments de page qui comprennent des données CT pour former des données CT fusionnées comprimées,
   dans lequel la fusion de données de masque, de données de travail de ligne comprimées et de données CT comprimées se produit sensiblement dans le domaine d’image comprimé ; et
   dans lequel l’étape de décompression (f) comprend :
   (i) la décompression des données CT fusionnées comprimées pour former des données CT fusionnées décompressées,
   (ii) la décompression des données de travail de ligne fusionnées comprimées pour former des données de travail de ligne fusionnées décompressées, et
   (iii) la combinaison des données de travail de ligne décompressées et des données CT décompressées, la combinaison comprenant la sélection d’éléments d’image pour l’étape d’impression (g) à partir des données de travail de ligne fusionnées décompressées ou des données CT fusionnées décompressées selon la valeur
du masque de sélection CT fusionné.

11. Procédé selon l’une quelconque des revendications 5 à 10, dans lequel le procédé de compression de travail de ligne est un procédé de codage de plage (RLE).

12. Procédé selon l’une quelconque des revendications 4 à 11, dans lequel le procédé de compression CT est un procédé à base de bloc.

13. Procédé selon la revendication 12 dans lequel le procédé à base de bloc est JPEG.

14. Procédé selon l’une quelconque des revendications 1 à 13, dans lequel ladite étape de tramage et de compression (b) comprend l’ajout de données de localisation aux éléments de page tramés comprimés, les données de localisation permettant la localisation rapide d’un emplacement souhaité dans l’élément de page comprimé.

15. Procédé selon l’une quelconque des revendications 11 à 14, dans lequel la compression des données de travail de ligne dans ladite étape de tramage et de compression (b) comprend l’ajout de données d’emplacement de travail de ligne aux données de travail de ligne comprimées pour permettre la localisation rapide d’un emplacement souhaité dans les données de travail de ligne comprimées, les données de localisation de travail de ligne comprenant une table de consultation contenant un décalage vers le commencement de chaque rangée de données de travail de ligne.

16. Procédé selon l’une quelconque des revendications 13 à 15, dans lequel la compression des données CT dans ladite étape de tramage et de compression (b) comprend l’ajout de données de localisation CT aux données CT comprimées pour permettre la localisation rapide d’un emplacement souhaité dans les données CT comprimées, les données de localisation CT comprenant des marqueurs de reprise dans les données JPEG formant les données CT comprimées.

17. Procédé selon l’une quelconque des revendications 12 à 16, dans lequel le positionnement relatif de données CT à fusionner est sur les frontières des blocs définis par le procédé de compression CT.

18. Procédé selon la revendication 17, dans lequel l’étape de fusion (e) (iii) des données CT comprend le repositionnement des données CT de sorte que la fusion se produit sur des frontières de bloc CT.

19. Procédé selon l’une quelconque des revendications 5 à 18, dans lequel les données de travail de ligne sont à une définition de travail de ligne et les données CT sont à une définition CT, la définition de travail de ligne étant la même que la définition CT.

20. Procédé selon l’une quelconque des revendications 5 à 18, dans lequel les données de travail de ligne sont à une définition de travail de ligne et les données CT sont à une définition CT, la définition de travail de ligne étant différente de la définition CT et étant à la définition du dispositif d’impression de sortie.

21. Procédé selon l’une quelconque des revendications 13 à 20, dans lequel le procédé JPEG utilise un ensemble d’une ou plusieurs tables de quantification, chaque table de quantification correspondant à une qualité de compression correspondante.

22. Procédé selon la revendication 21, dans lequel l’ensemble de tables de quantification comprend une pluralité de tables de compensation qui sont liées les unes aux autres par un ensemble de relations conçues pour rendre la re-quantification efficace d’un point de vue calcul.

23. Procédé selon l’une quelconque des revendications 4 à 22, dans lequel le masque autour des données CT définit la forme des données CT de l’élément de page.

24. Procédé selon la revendication 23, dans lequel le masque est une grille de points.

25. Procédé selon la revendication 23, dans lequel le masque est un chemin de coupure.

26. Appareil pour fusionner une pluralité d’éléments de page en données d’image fusionnées comprimées, l’appareil comprenant :
(a) un premier dispositif de stockage (1401) où un ensemble d'éléments de page comprenant la pluralité d'éléments de page est stocké dans un format comprimé ;
(b) un second dispositif de stockage (1402) dans lequel est stocké un scénario de disposition de page, le scénario de disposition de page spécifiant le positionnement et l'ordre de surimpression de fusion et le type de fusion pour les éléments de page sur la page ; et
(c) un système de fusion (1043) comprenant :

(i) un moyen pour retrouver les données comprimées des éléments de page individuels stockés dans le premier dispositif de stockage selon le scénario de disposition de page, et
(ii) un moyen pour fusionner les éléments de page retrouvés selon le scénario de disposition de page dans les données fusionnées comprimées, la fusion est sensiblement effectuée dans le domaine comprimé de sorte que sensiblement aucune décompression n'a lieu.

27. Appareil de fusion selon la revendication 26, dans lequel le premier dispositif de stockage (1041) est un système RAID.

28. Appareil de fusion selon la revendication 26, dans lequel au moins un des dispositifs de stockage (1041 ; 1042) est une mémoire et dans lequel le système de fusion (1403) comprend un ou plusieurs processeurs et un ensemble d'instructions de programmation de logiciel qui lorsqu'il est exécuté sur un des processeurs amène le processeur à lire le scénario de disposition de page, dans lequel le moyen de récupération comprend la récupération d'instructions de programmation qui récupèrent les données comprimées quand elles sont exécutées sur un des processeurs, et dans lequel le moyen de fusion comprend la fusion d'instructions de programmation qui fusionnent les données comprimées quand elles sont exécutées sur un des processeurs.

29. Appareil de fusion selon l'une quelconque des revendications 26 à 28, comprenant de plus :

(d) un moyen de décompression (1404) pour décompresser les données fusionnées comprimées en données d'impression pour l'impression sur un dispositif d'impression de sortie (1019).

30. Appareil de fusion selon l'une quelconque des revendications 26 à 29, dans lequel un de la pluralité d'éléments de page comprend des données de travail de ligne comprimées en utilisant un procédé de compression de travail de ligne et dans lequel un de la pluralité d'éléments de page comprend des données de teinte continue, CT, comprimées en utilisant un procédé de compression CT.

31. Système pour fusionner des éléments de page sur une page pour former des données de page fusionnées et pour imprimer les données fusionnées sur un dispositif d'impression de sortie (1019), le dispositif d'impression de sortie comprenant des têtes d'impression fonctionnant à une vitesse d'impression, le système comprenant :

(a) un processeur d'image tramée RIP (1009) pour former des données d'élément de page tramées comprimées à partir de données d'élément de page ;
(b) une mémoire d'élément de page (1013) pour stocker les données d'élément de page tramées comprimées ;
(c) un système de fusion (1015) pour exécuter un scénario de disposition de page (1103), le scénario de disposition de page (1103) spécifiant le positionnement et l'ordre de surimpression de fusion et le type de fusion pour les éléments de page sur chaque page d'un ensemble de pages ; le système de fusion (1015) comprenant :

(i) un sous-système de lecture pour retrouver des données d'élément de page tramées comprimées à partir de la mémoire d'élément de page selon le scénario de disposition de page, et
(ii) un dispositif de fusion pour fusionner les données comprimées retrouvées selon le scénario de disposition de page, la fusion est sensiblement effectuée dans le domaine comprimé et formant des données comprimées fusionnées ; et

(d) un dispositif de décompression pour former des données de page décompressées à partir des données comprimées fusionnées.

32. Système selon la revendication 31, dans lequel les données d'élément de page sont dans un langage de description de page.
33. Système selon l'une quelconque des revendications 31 ou 32, dans lequel les données d'élément de page tramées comprimées comprennent des données comprimées de travail de ligne comprimées selon un système de compression de travail de ligne et des données comprimées de teinte continue, CT, comprimées selon un système de compression CT, le sous-système de lecture retrouvant des données comprimées de travail de ligne et des données comprimées CT, et le dispositif de fusion fusionnant les données comprimées de travail de ligne retrouvées en données comprimées fusionnées de travail de ligne et les données comprimées CT retrouvées en données comprimées fusionnées CT selon le scénario de disposition de page.

34. Système selon l'une quelconque des revendications 31 à 33, dans lequel la mémoire d'élément de page (1013) est une zone à accès aléatoire de disques indépendants, RAID.

35. Système selon l'une quelconque des revendications 33 ou 34, dans lequel le système de lecture retrouve les données comprimées de travail de ligne et les données comprimées CT dans un cache d'élément de page (1011), et dans lequel le dispositif de fusion obtient les données comprimées de travail de ligne et les données comprimées CT comme exigé par le scénario de disposition de page en provenance du cache d'élément de page.

36. Système selon l'une quelconque des revendications 33 à 35, dans lequel les données d'élément de page tramées comprimées sont non examinées.

37. Système selon l'une quelconque des revendications 33 à 36, dans lequel les données d'élément de page tramées comprimées sont séparées en couleurs d'impression.

38. Système selon l'une quelconque des revendications 35 à 37, dans lequel le cache d'élément de page (1011) est une mémoire.

39. Système selon l'une quelconque des revendications 31 à 38, dans lequel le système de fusion comprend des ensembles d'instructions de programmation s'exécutant sur un ou plusieurs processeurs, chaque ensemble d'instructions fonctionnant comme un fil, chaque fil ayant une mémoire associée agencée comme un tampon d'entrée associé et comme un tampon de sortie associé, chaque fil utilisant des données en provenance de son fil d'entrée associé et chargeant des données dans son fil de sortie associé.

40. Système selon l'une quelconque des revendications 33 à 39, dans lequel le dispositif de décompression décompresse les données comprimées fusionnées de travail de ligne en données de travail de ligne décompressées et les données comprimées fusionnées CT en données de page CT décompressées.

41. Système selon la revendication 40, comprenant de plus :

(e) un dispositif de combinaison qui combine les données de page de travail de ligne décompressées et les données de page CT décompressées en données d'impression et amène les données d'impression aux têtes d'impression du dispositif d'impression de sortie à la vitesse d'impression exigée par les têtes d'impression.

42. Système selon l'une quelconque des revendications 36 à 41, dans lequel le dispositif de décompression décompresse les données comprimées fusionnées de travail de ligne en données de page de travail de ligne décompressées et les données comprimées fusionnées CT en données de page CT décompressées, le système comprenant de plus un dispositif de combinaison / dispositif d'examen qui combine les données de page de travail de ligne décompressées et les données de page CT décompressées en données de page, examine les données de page et amène les données de page examinées aux têtes d'impression du dispositif d'impression de sortie à la vitesse d'impression exigée par les têtes d'impression.

43. Système selon l'une quelconque des revendications 33 à 42, dans lequel le système de compression de travail de ligne est un système de codage de plage et le système de compression CT est un système de compression JPEG.

44. Système selon l'une quelconque des revendications 35 à 43 dans lequel le système de lecture comprend un ensemble d'instructions de programmation qui lorsqu'il est chargé dans une mémoire de processeur d'un processeur et est exécuté sur le processeur, effectue un ensemble d'étapes comprenant, pour chaque page spécifiée dans le scénario de disposition de page,
• pour chaque élément de page de la page spécifiée, la vérification si l'élément de page est déjà présent dans le cache d'élément de page et le chargement dans le cache d'élément de page de chaque élément de page qui n'est pas encore présent dans le cache d'élément de page, le chargement comprenant :

- la vérification s'il y a assez d'espace libre dans le cache d'élément de page et si ce n'est pas le cas, l'attente jusqu'à ce que de l'espace soit libéré par le dispositif de fusion ou jusqu'à ce qu'un nombre particulier de pages ayant tous les éléments de page soient toutes dans le cache d'élément de page,
- si le nombre de pages dont les éléments de page sont dans le cache d'élément de page est inférieur au nombre particulier et s'il n'y a toujours pas assez d'espace dans le cache d'élément de page, l'enlèvement des éléments de page du cache d'élément de page selon un critère d'enlèvement, et
- l'attribution d'espace dans le cache d'élément de page et le chargement de l'élément de page dans le cache d'élément de page.